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Abstract. In mechanism design problems where the outside option is a game, a version of the

intuitive criterion restricts beliefs formed off-path in case of disagreement, and thus credible

punishments for rejecting to participate. However, for virtual implementation, participation

constraints can be relaxed by “designing” beliefs following disagreement using self-rejections:

with a small probability that depends on the reported type profile, a mediator rejects the

agreement in a way that is indistinguishable from rejection by an agent. Participation con-

straints can be further relaxed if the mediator makes private recommendations before the

outside game is played. Any punishment (by all players except the rejector) such that each

player-type is never asked to use an action he does not use in any Bayesian solution of the

outside game is a credible punishment.
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1 Introduction

Suppose you want to establish a binding agreement with a privately informed rival, in an

environment where no commitment is possible regarding subsequent behavior in case of

disagreement. Suppose also that you can use a mediator who is able to reject the agreement

in a way you cannot distinguish from a genuine rejection by the agent. The purpose of this

paper is to show how, and to what extent, such a mediator generates additional incentives

for your rival to accept the agreement by credibly threatening to induce in you, in case of

disagreement, the beliefs and subsequent behavior that are the most adverse for him.

In the relationship that is investigated, one of the parties, the principal, has the power

to design the structure of the interaction, while the other party, the agent, can only accept

to participate under the rules defined by the principal or reject to participate and take

an outside option. In most environments where the agent has private information about

his type, the optimal form of interaction for the principal is to make a “take-it-or-leave-it”

proposal of a menu of contracts that is incentive compatible and individually rational: each

contract in the menu is designed for one possible type of agent, in a way that makes it

optimal for the agent to pick the contract designed for his type rather than choose another

contract or reject the proposal.

This paper focuses on situations where the outside option of the agent involves subsequent

strategic interaction with the principal. For example: when a firm proposes a collusive

agreement to a rival that has private information about own efficiency or about demand;

when a bidder proposes a pre-auction arrangement to a rival that has private information

about the value of the good that is auctioned; when a contender offers a bribe to an opponent

who has private information about his skills; when a plaintiff proposes a settlement to a

defendant who has private information about his negligence, or when a defendant proposes

a settlement to a plaintiff who has private information about the magnitude of damages.

In such settings, the value of the outside option for the agent depends on the information

inferred by the principal from the agent’s rejection of the menu of contracts. This infor-

mation may harm or benefit the agent, depending on whether it encourages or discourages

aggressive behavior by the principal. For example, if rejection of a collusive agreement con-

veys the information that the agent is efficient, then, in subsequent interaction where they

simultaneously choose quantities to produce, the principal will expect a high output from the

agent and will thus choose a low output. This increases the outside payoff of the agent, which
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means that the informational content of rejection tightens the participation constraints.

Unable to commit to behave aggressively in the outside game, the principal would like to

at least be able to commit to interpret a rejection in the worst possible way for the agent,

that is, in the way that induces the principal’s subsequent behavior to be as aggressive as

possible.1 This would decrease the outside payoff of the agent, and thus relax the partic-

ipation constraints. However, it is hard to conceive how can the principal commit to her

future beliefs, or how can the principal control the information that is released from the

rejection of a proposal. Perhaps surprisingly, this kind of commitment or control is shown

to be viable if the principal can use a mediator who can reject the agreement in a way that

is indistinguishable from rejection by the agent.

Before introducing the mediator, let us look more closely at the game that results from

a given proposal: knowing his type, the agent picks a contract from the menu or rejects

the proposal; in case of rejection, principal and agent simultaneously choose an action.2

In a sequential equilibrium (SE) in which the proposal is always accepted, the strategy of

the principal in the outside game is a punishment threat whose credibility is sustained by

beliefs following rejection prescribed by the equilibrium. Since rejection never occurs on the

equilibrium path, if one adopts SE as the solution concept, any belief is admissible as long

as it is common knowledge. However, an appropriate refinement may rule out particularly

incredible beliefs and the corresponding punishment strategies.3

A classic example is a quantity-setting duopoly where a firm (principal) proposes a menu

of collusive agreements to its rival (agent), which is privately informed about own efficiency

(Cramton and Palfrey, 1990, 1995; Kihlstrom and Vives, 1992; Celik and Peters, 2011).

In the SE that maximizes the profit of the principal, the principal believes, following an

off-the-equilibrium-path rejection of the proposal, that the agent has the lowest possible

efficiency. However, unfortunately for the principal, that belief typically does not resist

forward induction reasoning. Relatively inefficient types earn information rents and thus

strictly lose from rejecting, while relatively efficient types strictly gain from rejecting if

1The worst interpretation for the agent may depend on the agent’s type. Since the principal cannot
condition her interpretation on the (unobserved) type of the agent, the ex ante worst interpretation should
optimally trade-off punishing the various types of the agent taking into account the shadow values of the
corresponding participation constraints.

2Consideration of an outside game with multiple stages would obscure the analysis.
3For example, the intuitive criterion (Cho and Kreps, 1987), divinity (Banks and Sobel, 1987; Cho and So-

bel, 1990), neologism-proofness (Grossman and Perry, 1986; Farrell, 1993), stability (Kohlberg and Mertens,
1986), or undefeatedness (Mailath et al., 1993).
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rejection by inefficient types is excluded. It is thus not reasonable to attribute rejection to

the least efficient type (Cramton and Palfrey, 1995).4

Now let us allow the principal to offer a menu of contracts through an incentiveless medi-

ator (consultant, lawyer, machine or computer software) who is able to reject the agreement

in a way that the principal cannot distinguish from rejection by the agent. After the agent

picks a contract, with a commonly known probability that depends on the chosen contract,

the mediator rejects the agreement and sends to the principal exactly the same message that

is sent if the agent genuinely rejects the menu of contracts, so that the principal cannot

distinguish a genuine rejection (by the agent) from a self-rejection (by the mediator).5

An economic institution where self-rejections may be possible is legal mediation. A plaintiff

may instruct a lawyer to approach a defendant and propose several possible agreements. If

the defendant signs one of the agreements, the lawyer can: (i) uphold the agreement; or

(ii) destroy the paperwork and send to the plaintiff exactly the same message that is sent

if the defendant does not sign any of the agreements. It is important that the lawyer is

committed (perhaps to preserve his reputation) to block the agreement with the specified

probability, and to conceal from the plaintiff whether rejection was genuine or a self-rejection.

Another economic institution where self-rejections may arise is e-commerce. A seller may

use a computer software to propose several transactions to a buyer. If the buyer accepts one

of the transactions, the software can: (i) execute the transaction; or (ii) produce an error

message such that, if a transaction is not executed, the seller cannot tell whether it was

the buyer who did not purchase or if there was an error in processing or communication.

Self-rejections can also be generated using menus of lotteries over contracts with opt-out

clauses. After the agent picks a lottery over contracts, the mediator draws a contract and

the agent chooses whether or not to exert the opt-out clause. A contract with a payoff that

is lower than the security-level opt-out payoff effectively generates a kind of self-rejection.6

Using self-rejections, the principal can design beliefs following disagreement. For example,

suppose types are ordered and the principal would like to commit herself to believe that

4The classic criterion in this literature is ratifiability (Cramton and Palfrey, 1995), which is based on the
notion of credible veto set (set of types that prefer to reject if the principal believes that those are the types
that reject) and thus closely related to neologism-proofness (Grossman and Perry, 1986; Farrell, 1993).

5As will be seen, the agent would always like the principal to believe that the rejection was genuine.
However, such a claim would not be informative because the agent is interested in making this claim both
when he genuinely rejects and when it is the mediator who self-rejects the agreement.

6I thank Johannes Hörner for this insight. Rejections of this kind are used in the mechanism proposed
by Balzer and Schneider (2016).
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an agent who rejects her proposal is of the lowest type. The principal should instruct the

mediator to self-reject (with a small probability) if and only if the agent picks the contract

designed for the lowest type. As a result, a genuine rejection will be misinterpreted by

the principal as a self-rejection produced by the mediator following contract choice by an

agent of the lowest type, because this is the only kind of rejection that occurs on-path.

Hence, the principal will believe that the agent is of the lowest type. Since rejection occurs

on-path, beliefs are uniquely determined by Bayesian updating and thus any restriction of

beliefs formed off-path (which could constrain the principal by ruling out convenient, but

implausible, beliefs following disagreement) is trivially satisfied.

Self-rejections distort the incentive compatibility constraints, but this distortion is arbi-

trarily small because any strictly positive probability of self-rejection, no matter how small,

is infinitely greater than the probability of genuine rejection (which is zero in equilibrium).

Hence, any menu of contracts that is strictly incentive compatible without self-rejections

remains strictly incentive compatible if the probability of self-rejection is sufficiently small.

Strictness of incentive compatibility is not a severe requirement since any incentive compat-

ible menu of contracts can be approximated by a strictly incentive compatible one (as long

as a strictly incentive compatible menu of contracts exists).7

Example 1: Hiring a worker

A principal wants to hire an agent to execute a task. The utility of the principal is (v−w)q,

where v is the agent’s productivity, w is the hourly wage, and q is the number of hours

worked. The utility of the agent is wq − θq − q2, where the disutility of effort parameter,

θ ∈ {θL, θH}, is his private information. The prior belief of the principal is that θ = θL with

probability µ0
L ∈ (0, 1), and θ = θH with probability 1− µ0

L.

The principal proposes a menu composed by (wL, qL) and (wH , qH). If the agent rejects

the proposal, the principal has a second chance of hiring the agent by proposing another

menu, (w′L, q
′
L) and (w′H , q

′
H). If the agent rejects the second proposal, both get zero payoff.

Between the two proposals, the agent’s type changes with probability λ ∈
(
0, 1

2

)
. If the

agent rejects the first proposal, the principal forms a belief, µL, about the type of agent that

will receive the second proposal. The transition probability implies that µL ∈ [λ, 1− λ].8

7A finite set of possible types is considered. With a continuum of types, additional complications arise
because the slack in strict incentive compatibility vanishes for neighboring types. But going beyond finite
games poses challenges starting from the definition of sequential equilibrium. See Myerson and Reny (2015).

8The analysis in this paper focuses on static outside games where players simultaneously choose an action.
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To find the optimal menu, if v is sufficiently high, the binding restrictions are participation

of type H and incentive compatibility of type L.9 As a result, the contracts of type H are

distorted (lower quantity) to reduce the information rent of type L: qL = q′L = v−θL
2

,

qH = v−θH
2
− µ0L(θH−θL)

2(1−µ0L)
and q′H = v−θH

2
− µL(θH−θL)

2(1−µL)
. Equilibrium payoffs in the second

stage are u′H = 0 and u′L = (θH − θL)q′H , and thus equilibrium payoffs in the game are

uH = λ(θH − θL)q′H and uL = uH + (θH − θL)qH .

Observe that q′H (and thus uL and uH) is decreasing in µL, because the greater is the

probability attributed to type L the greater is the downward distortion of q′H to reduce the

information rent of type L. This means that both types of agent would like the principal

to believe that a rejector is of type H (i.e., has a high disutility of effort). By contrast, in

the sequential equilibrium that the principal prefers, she attributes full probability to the

rejector being of type L, which means that µL = 1− λ.

Without mediation, the SE the principal prefers does not pass the intuitive criterion (Cho

and Kreps, 1987) or neologism-proofness (Grossman and Perry, 1986; Farrell, 1993). The

belief µL = 1−λ is not reasonable because the information rent of type L is sufficiently high

for him to strictly prefer to accept, for any µL, while type H strictly prefers to reject for any

µL < 1− λ (which is the case if rejection by type L is ruled out).

But, using a mediator able to self-reject the proposal, the principal can virtually implement

her preferred SE outcome in a way that passes any refinement that restricts beliefs formed

off-path. The mediator should propose ( wL
1−ε , qL) and (wH , qH), with the caveat that contract

( wL
1−ε , qL) originates a self-rejection with probability ε → 0. The role of the small distortion

(wage increase from wL to wL
1−ε) is to preserve incentive compatibility. In a SE with full

participation and truth-telling, rejection now occurs on-path, but only if the agent is of type

The outside game in this example differs in two features: the agent receives additional private information
(whether his type changed or not); and makes his choice (picks a contract or rejects) after observing the
choice of the principal (menu that is proposed). These differences disappear if we apply backward induction
and break ties in favor of truth-telling and acceptance to select a dominant strategy by the agent. This
allows mapping each possible choice of the principal, (w′L, q

′
L) and (w′H , q

′
H), into the resulting expected

payoffs (with respect to the probability of type transition) of principal and agent as a function of agent’s
initial type, thereby reducing the outside game to a degenerate simultaneous-move game where the choice
set of the agent is a singleton and no additional information arrives. It is this reduced-form game that is
considered here, with the structure described above being the underlying motivation.

9The conditions v >
θH−µ0

LθL
1−µ0

L
and v > θH−µLθL

1−µL
guarantee that the optimal qH and q′H are strictly positive

(the principal does not prefer to contract only with type L to eliminate his information rent). The condition

v > θH−θL
2λ(1−µ0

L)
+ θL(1−2λµL)−θH(1−2λ)

2λ(1−µL) guarantees that type L strictly loses from rejecting the first proposal,

even if rejection originates the most favorable beliefs. All these conditions are implied by v > θH
2λ2(1−µ0

L)
.
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L. Hence, rejection reveals the agent is of type L and µL = 1− λ follows from Bayes’ rule.

If the mediator can tremble (i.e., the principal can attribute a rejection to a tremble by

the mediator), a strictly positive probability of self-rejection is not necessary to implement

the desired SE outcome under the intuitive criterion. Placing full probability on rejection

having been caused by a tremble of the mediator following agent’s choice of contract (wL, qL)

yields µL = 1− λ, and is allowed by the intuitive criterion because the mediator (seen as a

player who is indifferent across all outcomes) does not strictly lose from rejecting. However, it

seems less reasonable to attribute rejection to the mediator, who cannot strictly benefit from

rejecting, than to type H, who strictly benefits from rejecting if rejection by the mediator

and by type L (who also would not strictly gain from rejecting for any resulting belief) is

excluded. Without a strictly positive probability of self-rejection, the belief µL = 1−λ does

not pass the strict intuitive criterion proposed in Section 4, which is based on exclusion of

deviations that are weakly (instead of strictly) equilibrium dominated. �

Participation constraints can be further relaxed if the mediator can send private signals to

principal and agent after a rejection. Using the mediator as a randomization device when

playing a mixed strategy in the outside game may benefit the principal even if the agent has

no private information. The principal should instruct the mediator to act as a trustworthy

randomizer in case of a self-rejection but not when the rejection is genuine. After a genuine

rejection, the mediator should recommend to the principal the worst action for the agent

among those in the support of the mixed strategy the principal plays after a self-rejection.

The principal obeys because she believes that the rejection was a self-rejection and that the

mediator drew the recommendation from the mixed strategy equilibrium distribution.10

Example 2: Collusion in an auction with a cap on bids

Two lobbyists compete for a contract by simultaneously choosing how much to spend, with

m being the cap on spending. The highest spender gets the contract, worth vP to lobbyist

P (principal) and vA to lobbyist A (agent). In case of a tie, each wins with 50% probability.

If 0 < vP
2
< m < vP < vA, non-cooperative bids are as follows: lobbyist A randomizes over

(0, 2m− vP ]∪{m}, with a mass point at m; lobbyist P randomizes over [0, 2m− vP ]∪{m},
with mass points at 0 and m. Expected payoffs are πA = vA − vP and πP = 0.11

10A similar mechanism was used by Kandori (1991) and Mailath et al. (2002) in the context of repeated
games with private monitoring and imperfect public monitoring, respectively.

11This game was proposed and solved by Che and Gale (1998b) in their study on political lobbying. See
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Suppose the principal proposes an agreement to the agent, offering to withdraw from the

contest in exchange for a payment p. The agent is better off if and only if p < vP . But,

using a mediator who can self-reject the proposal, the principal can extract a payment higher

than vP . Let the mediator self-reject with probability ε > 0, and, following a self-rejection,

recommend a bid to the principal according to the non-cooperative equilibrium distribution

over [0, 2m− vP ] ∪ {m}. If the agent genuinely rejects the agreement, let the mediator

recommend the principal to bid equal to m with 100% probability. Without self-rejections,

the principal would not obey the latter recommendation. With self-rejections, the principal

presumes that the rejection was a self-rejection, and thus believes that the recommendation

to bid m was drawn from the non-cooperative equilibrium distribution.

Using the mediator as a randomization device, the principal can thus credibly threaten to

bid m in case of genuine rejection. Facing such a threat: if m > vA
2

, the agent withdraws

and has zero payoff; if m < vA
2

, the agent bids at the cap and gets payoff vA
2
− m. The

disagreement payoff of the agent is reduced to max
{

0, vA
2
−m

}
, thus the agent becomes

willing to pay the principal vA −max
{

0, vA
2
−m

}
, which is more than vP . �

More generally, the ability of the mediator to self-reject a proposal and send private signals

allow the principal to use it as an informed joint randomization device designed to punish

a genuine rejector. The outside game that follows a self-rejection becomes an extended

outside game in which principal and agent first receive private signals from the mediator,

who is informed about the type of the agent through the agent’s choice of contract, and

then choose an action. The private signals sent by the mediator after a self-rejection can

be assumed, w.l.o.g., to constitute a stochastic profile of recommendations of actions to

be chosen in the outside game that principal and agent have interest in obeying. Such

a stochastic action profile is a Bayesian Solution (BS) of the outside game, which is, by

definition, a Bayes-Nash Equilibrium (NE) of the extended outside game.12

After a self-rejection, the set of incentive compatible distributions over profiles of recom-

mendations is the set of BS of the outside game for given beliefs (which can be designed by

the principal). After a genuine rejection (which does not occur in equilibrium), the principal

presumes that the rejection was a self-rejection and obeys any recommendation that she

also Che and Gale (1998a), Gavious et al. (2002), Szech (2015) and Olszewski and Siegel (2016).
12A Bayesian solution is a notion of correlated equilibrium in games with incomplete information where

each agent knows his type and the mediator knows the type profile (Forges, 1993). A Bayes Correlated Equi-
librium is a similar notion where the mediator knows the type profile but agents know nothing (Bergemann
and Morris, 2013, 2016). A Bayesian solution is a Bayes Correlated Equilibrium but the converse is not true.
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would obey after a self-rejection. This means that any action (or mixture over actions) in

the support of a BS of the outside game is a credible threat.

When the principal interacts with multiple agents, she can use self-rejections to design

the disagreement beliefs of principal and acceptors about the type profile. With multiple

agents, self-rejections expand the set of sequential equilibrium beliefs by eliminating the “no

signalling what you don’t know” restriction (Fudenberg and Tirole, 1991). An agent’s decision

to reject is based solely on his own type, therefore, without self-rejections, a rejection can

release information about the rejector’s type but not about other agents’ types. By contrast,

a self-rejection, since it is made by the mediator after observing agents’ contract choices, can

be based on the full type profile, and thus release information about the full type profile.13

Example 3: Collusion in a Cournot oligopoly

A firm (principal) proposes a collusive agreement to her rivals (agents) in a Cournot oligopoly

with private information about own costs. The outside option is a non-cooperative equilib-

rium, which depends not only on the profile of production costs but also on the belief about

the profile of production costs formed in case of rejection. Due to strategic substitutability of

output choices, the worst belief for a rejector (and thus the best for the principal) is each of

the acceptors believing that everyone else has the highest possible cost. Without mediation,

that belief cannot arise in SE because it violates “no signalling what you don’t know”.

With self-rejections, this belief can be generated approximately by Bayesian updating.

The mediator should self-reject: with a small probability, ε > 0, if all agents announce the

highest possible cost (i.e., choose the contract designed for their highest possible cost); and

with an even smaller probability, say ε2 > 0, if all agents except one announce the highest

possible cost. After a rejection: an acceptor who did not announce the highest cost believe

that all rivals have the highest cost; an acceptor who announced the highest cost will believe

that, with a probability that goes to one as ε→ 0, all rivals have the highest cost.14

If the mediator can tremble, a strictly positive probability of self-rejection is not necessary

for the desired belief to arise in a SE, because the belief in the limit when ε → 0 is the

limit of a sequence of beliefs associated with totally mixed strategy profiles.15 However, a

13Self-rejections can be replaced with recommendations to reject and carefully chosen trembling probabili-
ties by the mediator such that full probability is placed on rejection having been the result of a tremble of the
mediator (recommendation to reject) followed by a tremble of the agent (obedience to that recommendation).

14This example is further explored in Section 7.2.
15It is straightforward to adapt the above strategies to make them totally mixed. Let each agent reject
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strictly positive probability of self-rejection may be necessary under a refinement of SE such

as neologism-proofness or the strict intuitive criterion proposed in Section 4. �

The ability of the mediator to privately send action recommendations according to a dis-

tribution that depends on the reported type profile may be very powerful. It allows the

mediator to induce principal and acceptors to obey any distribution over action profiles such

that any action that is recommended to a player-type is also recommended to the same

player-type in some BS (each action can be recommended in a different BS).

Self-rejections do not allow the principal to design the beliefs of the rejector. Moreover,

since the anticipated behavior of a genuine rejector does not influence the behavior of accep-

tors (because a rejector is genuine with zero probability), any information that the mediator

transmits to a genuine rejector can only increase his payoff, by allowing him to condition

his best-response. Hence, a genuine rejector should not receive any relevant signal from the

mediator, and will thus retain his prior belief and best-respond to the punishment.

Two caveats are worthwhile mentioning. The first is that limited commitment is crucial: if

acceptors and principal could become constrained even in case of disagreement, the harshest

possible penalty could be imposed on the rejector. Disagreement beliefs are only relevant if

the principal cannot constrain herself and the acceptors to follow the rules of the mechanism

if it is not unanimously accepted. The second caveat is that we focus on equilibria in which

agents always accept the proposal. There may exist equilibria without full participation in

which agents have higher payoffs. In such equilibria, a small probability of self-rejection

would be insufficient to determine disagreement beliefs.

The remainder of the paper is structured as follows: the related literature is described

(Section 2); the model is introduced (Section 3); a version of the intuitive criterion is proposed

(Section 4); the single-agent case is analyzed (Section 5); the analysis is extended to the

multiple-agent case (Section 6); results are applied to collusion in oligopoly (Section 7);

concluding remarks are made (Section 8).

with probability ε3 and let the mediator, if there is more than one agent that does not announce the highest
possible cost, generate a self-rejection with probability ε3. As ε → 0, rejections with probability ε3 become
negligible relatively to those that occur with probabilities ε and ε2.
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2 Literature review

The idea that rejecting a contract conveys information that influences the outcome of the

outside game and thus participation constraints was explored by Cramton and Palfrey (1995),

who considered a two-stage mechanism in which the decision to participate is prior to the

actual play of the mechanism. In the first stage, agents either accept or reject the mechanism.

If the mechanism is unanimously accepted, agents move to the second stage, in which they

report their types and an outcome is enforced as a function of the type profile. If some

agent rejects the mechanism, the set of rejectors is publicly announced, agents update their

beliefs and play the outside game.16 Cramton and Palfrey (1995) proposed the concept of

ratifiability: an outcome is ratifiable if it is a sequential equilibrium of this two-stage game

and beliefs satisfy a form of neologism-proofness (Grossman and Perry, 1986; Farrell, 1993).

As an application, Cramton and Palfrey (1995) showed that efficient collusion is not ratifi-

able when the outside game is a Cournot duopoly with private information about costs. By

rejecting to collude, a firm signals that it is efficient, which increases its profit in the outside

game (due to strategic substitutability), making it optimal for the firm to reject.17

Allowing communication before ratification and using a mediator able to self-reject the

agreement in a way that mimics a genuine rejection, we find that efficient collusion becomes

virtually implementable (see Section 7). Self-rejections reverse the result of Cramton and

Palfrey (1995), and non-ratifiability results that hinge on the inability of the principal to

control what is learned from disagreement. For example, non-ratifiability of efficient collusion

in second-price auctions with participation costs (Tan and Yilankaya, 2007).

More generally, self-rejections enlarge the set of outcomes that a mechanism designer can

induce when the outside option is a game. This is relevant for collusion-proof mechanism

design in the presence of informational frictions among colluding agents, where the collusive

16Having a ratifying stage before the communication stage limits the payoff that the principal can attain.
In our setting, it would imply a probability of self-rejection that must be independent of the type profile,
and, hence, no learning from disagreement (passive beliefs).

17Also examining non-mediated two-stage mechanisms in which firms perfectly observe the set of rejectors,
Celik and Peters (2011) showed that some outcomes can only be implemented using mechanisms that are
rejected on-path. Considering an uninformed firm and an informed firm whose cost may be low or high,
they explained that: in an equilibrium with full participation, if the uninformed firm deviates and rejects
to participate, the outside game is played without belief updating; while, in an equilibrium in which the
informed firm rejects to participate if and only if it has a high cost, if the uninformed firm deviates and
rejects to participate, the outside game is played with full information. In their example, disclosure hurts
the uninformed firm in expectation, meaning that equilibrium rejection relaxes its participation constraint.
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side-contract is itself a mechanism whose outside option is the status quo mechanism.18

The design of dispute resolution schemes (Cooter and Rubinfeld, 1989; Hörner et al.,

2015; Balzer and Schneider, 2016) is another plausible application of self-rejections. Dispute

resolution usually involves private communication between a mediator and conflicting parties,

and the failure to settle a dispute may lead to litigation under private information. In

their study on the design of alternative dispute resolution schemes between litigants with

private information about the cost of collective evidence, Balzer and Schneider (2016) showed

that self-rejections make the optimal settlement mechanism robust to the introduction of ex

post participation constraints. By proposing (with a small probability) an unacceptable

settlement to a player with a low cost of collecting evidence, the mediator induces the

acceptor to believe that a rejector must have a low cost of collecting evidence. This makes

it optimal for the acceptor to collect a lot of evidence, reducing the payoff of the rejector.19

If the principal uses a mediator who collects information and makes recommendations,

the game that follows the proposal of a mechanism with an outside game is a multistage

game with communication (Myerson, 1986; Forges, 1986). In that environment, a sequential

equilibrium requires that punishments only use actions that are not codominated (Myerson,

1986).20 Acknowledging that beliefs formed off-path in a SE may require trembles to codom-

inated actions, Myerson (1986) proposed the stronger concept of predominant equilibria by

iteratively eliminating codominated actions from the game, and concluded that the harshest

punishment may then become much weaker.

Also addressing critiques by Cho and Kreps (1987) and others, who proposed refinements

of SE by restricting beliefs formed off-path, this paper shows that, in virtual implementation,

any punishment that only uses actions in the support of a BS of the outside game (which, in

a large class of games, is the set of actions that are not codominated) can be enforced under

any restriction of beliefs formed off-path (and therefore in a predominant equilibrium).

18Applications of collusion-proof mechanism design include the design of organizations (Tirole, 1986, 1992),
supplier networks (Laffont and Martimort, 1997; Faure-Grimaud et al., 2003; Mookherjee and Tsumagari,
2004; Che and Kim, 2006), mechanisms for public good provision (Laffont and Martimort, 2000), and optimal
auctions (Dequiedt, 2007; Pavlov, 2008; Che and Kim, 2009), under the threat of collusion. Particular forms
of collusion that consist in bribing a rival have been considered, for example, by Schummer (2000), Eső and
Schummer (2004), Chen and Tauman (2006), and Rachmilevitch (2013).

19This applies to the design of any agreement when disagreement leads to subsequent interaction with
private information. Applications thus include the design of climate-change agreements (Martimort and
Sand-Zantman, 2016), and other dynamic contracting settings (Philippon and Skreta, 2012; Tirole, 2012;
Board and Pycia, 2014; Jullien et al., 2016).

20Loosely speaking, an action is codominated if and only if its recommendation implies that some player
will gain from deviating, independently of the communication mechanism.
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3 The model

A principal (P ), without private information, designs and proposes a mediated mechanism

to a finite set of agents, I ≡ {1, ..., n}. Let IP ≡ I ∪ {P}. Each agent i ∈ I is privately

informed about his type, θi ∈ Θi. The set of possible type profiles is assumed to be finite

and denoted by Θ ≡ Πi∈IΘi. The type profile is drawn according to a commonly known

probability distribution, µ0 ∈ ∆(Θ), assumed to have full support.21

Agents privately report their types to a mediator (M) and decide whether to accept or

reject the mechanism, choosing pi ∈ {Y,N}. After observing agents’ reports, θ̂ ≡ Πi∈I θ̂i,

and participation decisions, the mediator decides whether to accept the mechanism or mimic

rejection by one of the agents, choosing pm ∈ IY ≡ {Y } ∪ I. The mediator never mimics

a rejection if there is some genuine rejection.22 If all agents and the mediator accept, the

allocation specified by the mechanism is implemented. Otherwise, principal and agents play

a simultaneous-move outside game where each player i ∈ IP chooses among a finite number

of actions, ai ∈ Ai. Let a ≡ Πi∈IP ai and A ≡ Πi∈IPAi. Before they play, the mediator

privately recommends actions based on past history.

The structure of the interaction is the following:

0a – Nature draws the type profile of the agents, θ ∈ Θ; each agent i ∈ I observes θi.

0b – The principal proposes a mediated mechanism to the agents.

1a – Each agent i ∈ I reports a type to the mediator, θ̂i ∈ Θi.

1b – Each agent accepts or rejects the mechanism, pi ∈ {Y,N}.
1c – The mediator accepts or mimics rejection by one of the agents, pm ∈ IY ≡ {Y } ∪ I.

1d – If all accept, the game finishes. Otherwise, the set of (genuine or spurious) rejectors,

R ≡ {i ∈ I : pi = N ∨ pm = i}, is observed and the outside game is played.

2a – The mediator privately sends an action recommendation to each player i ∈ IP , mi ∈ Ai.
2b – Each player i ∈ IP chooses an action ai ∈ Ai.

Stages 0a and 0b are independent and thus can be exchanged so that the game that follows

the proposal is a multistage game with communication (Forges, 1986; Myerson, 1986).23

21The set of probability distributions over a finite set Z is denoted by ∆(Z).
22The assumption that the mediator can only mimic a rejection if there are no genuine rejections

({i ∈ I : pi = N} 6= ∅ ⇒ pm = Y ) is made for simplicity and is not crucial for the results.
23In a canonical multistage game with communication, the mediator would also make recommendations

about participation. These would transmit information about the type profile, allowing rejection by an agent
to release information about other agents.
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A mechanism, (x, ε, ψ), is defined by:

• An allocation x : Θ→ ∆(X), which is a distribution over a finite set of outcomes, X,

as a function of the reported type profile, θ̂ ∈ Θ. It is enforced if the mechanism is

unanimously accepted, with each player i ∈ IP obtaining expected payoff πi(x(θ̂), θ).

• A mediation device, consisting of:

(i) the probability of generating a spurious rejection (i.e., of mimicking rejection) by

each agent as a function of the reported type profile, ε : Θ→ ∆(IY );

(ii) a distribution over action recommendations as a function of the reported type

profile and the set of genuine and spurious rejectors, ψ : Θ×{Y,N}I×IY → ∆(A).

A mechanism is said to be incentive compatible if and only if it has a sequential equilibrium

with full participation and truth-telling, i.e., a SE in which players always report truthfully

(θ̂i = θi), accept to participate (pi = Y ), and obey recommendations (ai = mi).

An allocation x : Θ → X is said to be SE-feasible (implementable in SE) if and only if

there exists a mechanism (x,Y, ψ) which is incentive compatible.24

The objective is to characterize the set of credible punishments for rejecting to partici-

pate. Credibility of SE punishments is questionable because any consistent belief about the

informational content of a rejection is allowed in a SE with full participation. Refinements

such as the intuitive criterion (Cho and Kreps, 1987), divinity (Cho and Sobel, 1990), or

neologism-proofness (Grossman and Perry, 1986; Farrell, 1993), further restrict beliefs formed

off-path, and, therefore, credible punishments and implementable allocations by excluding

unreasonable conjectures about the rejector.

The analysis allows for both the “machine” view of the mediator (under which the mediator

is part of the game-form and thus cannot tremble) and the “player” view of the mediator

(under which the mediator is an incentiveless dummy player who can tremble).25

24We write ε = Y to denote zero probability of spurious rejection: εY (θ) = 1, for all θ ∈ Θ.
25Sugaya and Wolitzky (2018) investigated the revelation principle in these environments. They showed

that the revelation principle holds for sequential equilibria if the mediator can tremble, which means that
restricting to the canonical communication scheme (agents privately report types, mediator privately recom-
mends actions) is without loss. If the mediator cannot tremble, the set of sequential equilibria may be smaller
and alternative communication structures may originate additional sequential equilibria (which, of course,
are also sequential equilibria if the mediator is allowed to tremble). They also showed that the revelation
principle holds for full-support sequential equilibria (trembles are irrelevant under this solution concept).
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4 A strict intuitive criterion

The refinement of sequential equilibrium for extensive-form games proposed by Cho (1987),

known as forward induction equilibrium or extended intuitive criterion, requires beliefs formed

off-path to place zero probability, if possible, on deviations that (assuming subsequent play

is a best-response for some belief) surely make the deviator strictly worse off relatively to

the candidate equilibrium. However, if the mediator is treated as an incentiveless dummy

player, this refinement has no cutting power. It does not restrict beliefs about deviations by

the mediator (who is indifferent across all outcomes, and thus never strictly worse off when

deviating),26 and, since the mediator is fully informed on-path, any consistent belief about

the type profile can be constructed using only deviations by the mediator.

For this reason, a version of this refinement is proposed here which requires deviations to be

rationalized as plausibly strictly (instead of weakly) beneficial to the deviator, i.e., requires

beliefs formed off-path to place zero probability, if possible, on deviations that (assuming

subsequent play is a best-response for some belief) cannot make the deviator strictly better

off relatively to the candidate equilibrium. This excludes placing positive probability on

deviations by the mediator whenever there is an alternative explanation involving deviations

that can be rationalized as plausibly strictly beneficial to the deviator.

Formally, denote by ui(θi, ai, µ−i, y−i) the expected payoff of player i ∈ IP in the outside

game, as a function of own type, θi ∈ Θi, own action, ai ∈ Ai, belief about other agents’

types, µ−i ∈ ∆(Θ−i), and belief about other players’ actions, y−i : Θ−i → ∆(A−i).

The best-response action set of player i ∈ IP of type θi ∈ Θi is defined by:

BRi(θi) ≡
{
ai ∈ Ai : ∃(µ−i, y−i) ∈ ∆(Θ−i)×∆(A−i)

Θ−i s.t. ai ∈ arg max
a′i∈Ai

ui(θi, a
′
i, µ−i, y−i)

}
.

Denote by Y BR
−i the set of joint strategies by players j ∈ IP \ {i} which only use actions that

are best-responses, i.e., the set of mappings y−i : Θ−i → ∆(Πj∈IP \{i}BRj(θj)).

When deciding about participation, the belief of player i of type θi about other players’

types is the common prior updated upon observation of own type, µ0
−i(·|θi). The maximum

disagreement payoff player i of type θi can plausibly expect assuming each of the other

26If the mediator is treated as a machine that cannot tremble or as a dummy player who earns a strictly
lower payoff if he deviates from the behavior prescribed by the mechanism designer, this issue disappears
and the original refinement proposed by Cho (1987) becomes adequate in our environment.
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players j ∈ IP \ {i} best-responds to some belief (µ−j, y−j) is:

πDi (θi) ≡ max
(ai,y−i)∈Ai×Y BR−i

ui(θi, ai, µ
0
−i(·|θi), y−i).

In a SE with full participation and truth-telling where the equilibrium payoff of agent i ∈ I
of type θi ∈ Θi is π∗i (θi), a genuine rejection by agent i of type θi is plausible if and only if

πDi (θi) > π∗i (θi). Let Ji ≡
{
θi ∈ Θi : πDi (θi) > π∗i (θi)

}
.

After a genuine rejection from agent i ∈ I (assuming no other player rejects), the set of

recommendations player j ∈ IP \{i} who reported θ̂j ∈ Θj receives with positive probability

is Mj(i, θ̂j) ≡ ∪θ̂−j∈Θ−j
suppψj(θ̂j, θ̂−j, i, Y ). Player j finds genuine rejection by agent i of

type θi plausible if and only if θi ∈ Ji and mj ∈Mj(i, θ̂j). If mj /∈Mj(i, θ̂j), either rejection

by player i was not genuine or the mediator deviated in the recommendation stage.

The refinement is simplified by the fact that the only instance where a player can play after

detecting a deviation is when choosing an action in the outside game. At that stage, past

history is composed by true and reported type profiles, participation decisions, and action

recommendations, (θ, θ̂, p,m) ∈ Θ2 × {Y,N}I × IY × A, where p ≡ (p1, ..., pI , pm). Each

player j ∈ I knows own type, report and participation decision, the set of rejectors, and the

recommendation he received, thus his information set is defined by (θj, θ̂j, pj, R,mj).

Definition 1. A SE with full participation and truth-telling is strictly intuitive if and only if,

after rejection by agent i is announced, information set (θj, θj, Y, i,mj) of truthful acceptor

j is such that at least one of the following is true, ∀(i, j, θj,mj) ∈ I × IP \ {i} ×Θj × Aj:

• (θj, θj, Y, i,mj) has positive probability in equilibrium;

• Ji is empty;

• mj /∈Mj(i, θj).

• belief of player j places full probability on pi = N , pm = Y and θi ∈ Ji.

A mechanism is said to be intuitively incentive compatible (IC*) if it has a strictly intuitive

sequential equilibrium (SE*) with full participation and truth-telling.

An allocation x : Θ→ X is said to be SE*-feasible (implementable in SE*) if and only if

there exists a mechanism (x,Y, ψ) that is IC*. It is said to be VSE*-feasible (virtually imple-

mentable in SE*) if and only if there exists a sequence of IC* mechanisms, {xm, εm, ψm}m∈IN,

such that limm→∞(xm, εm) = (x,Y).
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5 The single-agent case

The case in which the principal interacts with a single agent is simpler because, in case of

rejection, the agent knows all past history and thus there are only two players and one-sided

private information in the outside game.

As a benchmark, implementation in SE is examined in three scenarios: without mediation;

with machine-like action recommendations; and with a mediator who may self-reject the

mechanism and recommends actions. After, it is shown that, without a strictly positive

probability of self-rejection, the strict intuitive criterion shrinks the set of implementable

allocations. Finally, virtual implementation in strictly intuitive SE is investigated.

5.1 Implementation in sequential equilibrium

5.1.1 No mediation

Consider a non-mediated mechanism, which is defined by the allocation, x : Θ → ∆(X),

that is proposed.27

Expecting the distribution over action profiles in the outside game, as a function of his

type, to be y : Θ→ ∆(A), it is optimal for the agent to report truthfully and participate if

and only if the following incentive compatibility and individual rationality constraints hold:28

π1(x(θ), θ) ≥ π1(x(θ′), θ), ∀(θ, θ′) ∈ Θ2 (IC)

π1(x(θ), θ) ≥ πR1 (y(θ), θ), ∀θ ∈ Θ, (IR)

where πR1 (y(θ), θ) is the agent’s expected payoff in the outside game, as a function of own

type, θ ∈ Θ, and joint distribution over actions, y(θ) ∈ ∆(A).

For the allocation x to be the outcome of a sequential equilibrium, in addition to (IC) and

(IR) being satisfied for some y, there must exist consistent beliefs following disagreement

such that y is a Bayes-Nash Equilibrium (NE) outcome of the outside game.

Let µ ∈ ∆(Θ) denote the commonly known belief of the principal about the agent’s type

27Non-mediated mechanisms can be seen as mediated mechanisms where the mediator never rejects the
mechanism, makes irrelevant action recommendations, and cannot tremble.

28Jullien (2000) considered outside payoffs that are type-dependent but not belief-dependent.
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when the outside game is played, and let NE(µ) denote the set of distributions over action

profiles induced by NE of the outside game when the disagreement belief is µ.29 In a SE

with full participation, disagreement beliefs are formed off-path thus any µ ∈ ∆(Θ) that is

common knowledge is consistent.30

Proposition 1. Without mediation, an allocation x is SE-feasible if and only if x satisfies

(IC) and (IR) for some y ∈ ∪µ∈∆(Θ)NE(µ).

Without mediation, the set of SE punishments is the union of the sets of NE of the outside

game over all possible disagreement beliefs, ∪µ∈∆(Θ)NE(µ).

5.1.2 Machine-like mediation restricted to action recommendations

Another benchmark is the class of mechanisms where a mediating device that cannot tremble

recommends actions but never self-rejects the proposal. In this scenario, mediation is defined

by a distribution over recommendations as a function of reported type, ψ : Θ→ ∆(A).

Suppose the agent reports his type truthfully and then rejects the proposal. In this case,

the mediator is informed and the continuation game is an extended outside game whose NE

are, by definition, Bayesian Solutions (BS) of the non-extended outside game. A Bayesian

Solution (Forges, 1993, 2006) is a Bayes Correlated Equilibrium (Bergemann and Morris,

2013, 2016) where each agent is informed about his own type.31

29Formally: y ∈ NE(µ) if and only if y(θ, aP , a1) = σP (aP )σ1(θ, a1), ∀(θ, aP , a1) ∈ Θ × AP × A1, where
the strategy of the agent, σ1 : Θ→ ∆(A1), is such that σ1(θ) is a best-response to σP if the agent has type
θ, for all θ ∈ Θ; and the strategy of the principal, σP ∈ ∆(AP ) is the best-response to σ1 if she believes that
the agent is of type θ ∈ Θ with probability µ(θ).

30Notice that µ is the limit when ε→ 0 of full-support participation strategies where the agent rejects the

proposal with probability µ(θ)
µ0(θ)ε+ ε2 if his type is θ.

31Bergemann and Morris (2016) studied an environment where an informed mediator commits ex ante
to an information structure, ψT : Θ → ∆(T ), according to which a profile of private signals, t ∈ T , with
t = (tP , t1, ..., tn) and T ≡ Πi∈IP Ti, is drawn from a distribution that depends on the state of nature, θ ∈ Θ.
The state of nature is known by the mediator but not by players, who share a common prior, µ ∈ ∆(Θ), with
full support. The mediator also commits ex ante to a decision rule, ψA : T ×Θ→ ∆(A), according to which
it sends a profile of private recommendations, a = (aP , a1, ..., an) ∈ A ≡ Πi∈IPAi. The distribution over
profiles of private recommendations may depend on the state of nature, θ ∈ Θ, and on the profile of private
signals, t ∈ T . Players obey recommendations if it is in their interest to do so. A decision rule that is always
obeyed induces an outcome ψ : Θ→ ∆(A) such that ψ(a|θ) =

∑
t∈T ψ

A(a|t, θ)ψT (t, θ), designated as a Bayes
Correlated Equilibrium. In our setting, the game that follows truthful reporting and rejection is equivalent to
the game considered by Bergemann and Morris (2016) under the restriction that ψT transmits to each agent
the information about his type. Equivalently, it is a Bayesian Solution (Forges, 1993, 2006). Bergemann and
Morris (2016) showed that private signals besides action recommendations cannot expand the set of decision
rules that are obeyed because additional information generates additional obedience constraints, typically
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It is possible to construct a sequence of full-support strategies such that the limit of the

sequence of beliefs after a rejection is that the agent’s type was truthfully reported with 100%

probability and is distributed according to µ ∈ ∆(Θ).32 Hence, there is a SE in which, after

a rejection, the principal obeys the recommendation structure ψ ∈ BS(µ), where BS(µ)

is the set of BS when the disagreement belief is µ. The agent may prefer to disobey if he

has misreported, and may prefer to misreport. It is not possible to induce a punishment

that is more severe than all BS because truthful reporting maximizes the information of the

mediator, who plays a zero-sum game with the rejector.

To provide incentives for the agent to report truthfully and obey the action recommen-

dation even when he rejects the proposal, the recommendation structure must constitute a

Communication Equilibrium (CE) under the disagreement belief µ. This means that any

ψ ∈ CE(µ) induces truthful reporting and obedience by principal and agent.

Hence, without self-rejections, the set of credible punishments contains the union of the

sets of CE over all possible disagreement beliefs, ∪µ∈∆(Θ)CE(µ), and is contained by the

union of the sets of BS over all possible disagreement beliefs, ∪µ∈∆(Θ)BS(µ).

Proposition 2. With action recommendations by a “machine-like” mediator: a necessary

condition for an allocation x to be SE-feasible is (IC)-(IR) for some y ∈ ∪µ∈∆(Θ)BS(µ); a

sufficient condition is (IC)-(IR) for some y ∈ ∪µ∈∆(Θ)CE(µ).

It is trivial that NE(µ) ⊆ CE(µ) ⊆ BS(µ). Action recommendations relax the participation

constraints whenever there exists y ∈ CE(µ), for some µ ∈ ∆(Θ), that yields a lower payoff

to some type of agent when compared with any y′ ∈ NE(µ′), for any µ′ ∈ ∆(Θ). Examples

are given in Appendices A.1 and A.2.33

Action recommendations by a machine-like mediator thus expand the set of SE punish-

ments from the set of NE strategies to a set that contains the set of CE strategies and is

contained in the set of BS strategies.

stronger and never weaker than the pooled obedience constraint that arises from a given recommendation.
There is thus no loss in restricting communication to consist of action recommendations.

32For example, consider the limit when ε→ 0 of the following strategy. Report truthfully with probability
1 − ε and equiprobably over false reports with total probability ε. After a truthful report: reject with

probability µ(θ)
µ0(θ)ε+ ε2 if type is θ. After a false report: reject with probability ε2.

33In the example in Appendix A.1, a CE punishment is stronger than any NE punishment. In the example
in Appendix A.2, a BS punishment is stronger than any CE punishment.
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5.1.3 Player-like mediator can self-reject and recommends actions

In the general case, where a player-like mediator may self-reject the proposal and recommends

actions in the outside game, the result of Myerson (1986) applies: a punishment can be

enforced in a SE if and only if it does not use codominated actions.34 Let A∗P ⊆ AP denote

the set of actions of the principal that are not codominated.

Remark 1. An allocation x is SE-feasible if and only if x satisfies (IC)-(IR) for some y

such that yP ∈ ∆(A∗P ), and y1 is a best-response to yP .

In this environment, self-rejections can be replaced with recommendations about participa-

tion. It is possible to construct a SE in which, in case of rejection, full probability is placed

on rejection having resulted of a tremble by the mediator (recommended rejection despite

having been instructed to recommend acceptance with full probability) followed by a tremble

by the agent (obeyed the recommendation to reject despite being better-off accepting). The

recommendation to reject then has the same effect as a self-rejection.35

5.2 Cutting power of the strict intuitive criterion

5.2.1 Illustration

For an illustration of the cutting power of the strict intuitive criterion, consider for a moment

a simplified environment with only two possible types, Θ = {L,H}, and where only the

principal plays in the outside game (the agent’s choice set is a singleton).

Denote by Y ∗(µL) ⊆ ∆(A) the set of distributions over actions that maximize the expected

payoff of the principal in the outside game, as a function of the probability her disagreement

belief places on type L, denoted µL ∈ [0, 1]. Let Y BR ≡ ∪µL∈[0,1]Y
∗(µL).

Denote by XH the set of SE-feasible allocations which are such that:
34Myerson (1986) actually used the slightly weaker concept of sequential communication equilibrium, which

allows trembling probabilities to differ across nodes in the same information set. As shown by Sugaya and
Wolitzky (2018), the same characterization holds for sequential equilibrium.

35The following sequence of full-support strategies generates, in the limit, the desired SE beliefs following

a rejection: the mediator recommends rejection with probability µ(θ)
µ0(θ)ε+ ε2, where θ is the agent’s reported

type; the agent rejects with probability ε3 when recommended to accept and with probability ε when rec-
ommended to reject. Hence, if a rejection is observed, the principal believes that it was recommended by

the mediator with probability ε2+ε3

ε2+2ε3 = 1
1+2ε . In the limit when ε→ 0, full probability is placed on rejection

having been recommended by the mediator, and the belief about the agent’s type is µ.
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• Genuine rejection by type H is plausible, i.e., some outside payoff type H may plausibly

expect is strictly greater than his equilibrium payoff, max
y∈Y BR

πR1 (y,H) > π1(x(H), H).

• Genuine rejection by type L is not plausible, i.e., any outside payoff type L may

plausibly expect is lower than his equilibrium payoff, max
y∈Y BR

πR1 (y, L) ≤ π1(x(L), L).

Example 1 in the Introduction is a case where the SE-feasible allocation preferred by the

principal belongs to XH . The binding conditions for implementation are participation by

type H and truth-telling by type L, resulting in an information rent of type L that is

sufficiently large for genuine rejection by type L to be not plausible. By contrast, genuine

rejection by type H is plausible because his participation constraint only holds if µL = 1.

The strict intuitive criterion restricts implementation of allocations in XH by imposing

µL = 0 (rejection by type H is the only plausible cause of reversion to the outside game).

In Example 1, since the strength of the punishment is an increasing function of µL, that is

the worst possible belief for the principal.

Whenever participation by type H is binding and participation by type L is not binding,

the SE-feasible allocation the principal prefers is such that: π1(x(H), H) = min
y∈Y BR

πR1 (y,H).

But, for an allocation x ∈ XH to be SE*-feasible, we must have µL = 0, and thus a stronger

condition is necessary: π1(x(H), H) ≥ min
y∈Y ∗(0)

πR1 (y,H).

5.2.2 General case

Let Y ∗(Ψ) ⊆ ∆(A) denote the set of distributions over actions that maximize the expected

payoff of the principal in the outside game, as a function of her belief about the agent’s type

and action pair, Ψ ∈ ∆(Θ× A1). Let Y BR ≡ ∪Ψ∈∆(Θ×A1)Y
∗(Ψ).

For each nonempty set J ⊆ Θ, denote by XJ the set of SE-feasible allocations which are

such that genuine rejection by type θ is plausible (i.e., some outside payoff agent of type θ

may plausibly expect is strictly greater than his equilibrium payoff) if and only if θ ∈ J :

x ∈ XJ ⇔ J =

{
θ ∈ Θ : max

y∈Y BR
πR1 (y, θ) > π1(x(θ), θ)

}
.

An allocation x ∈ XJ is SE*-feasible if and only if there exists a SE with full participation

and truth-telling in which the belief of the principal in case of rejection places full probability
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on rejection having been genuine and the agent’s type belonging to J .36

A sufficient condition is that x satisfies (IC)-(IR) for some y ∈ ∪µ∈∆(J)CE(µ) because

obedience to such CE does not require deviations by the mediator nor placing positive

probability on any θ /∈ J . A necessary condition is that x satisfies (IC)-(IR) for some

y ∈ ∪µ∈∆(J)BS(µ) because even if the agent is forced to report truthfully, obedience requires

y ∈ ∪µ∈∆(J)BS(µ) if zero probability is placed on deviations by the mediator and on θ /∈ J .

Remark 2. For an allocation x ∈ XJ to be SE*-feasible: a necessary condition is (IC)-(IR)

for some y ∈ ∪µ∈∆(J)BS(µ); a sufficient condition is (IC)-(IR) for some y ∈ ∪µ∈∆(J)CE(µ).37

These conditions coincide with those for SE-feasibility with a machine-like mediator that rec-

ommends actions but cannot self-reject the mechanism, with the exception that, in addition,

SE*-feasibility requires the belief about the agent’s type to be concentrated in J .

As shown below, with a strictly positive probability of self-rejection, the disagreement

belief becomes the result of Bayesian updating. Through a precise choice of self-rejection

probabilities, any disagreement belief can be induced, and the set of punishments that can

be enforced in SE* is significantly enlarged.

5.2.3 Permissivity of SE* and a version of neologism-proofness

Suppose the principal wishes to implement an allocation in XΘ, i.e., such that all types

can plausibly become strictly better off rejecting (this is likely to occur, for example, if

participation constraints are binding for all types). In that case, the strict intuitive criterion

is permissive in that it does not restrict the belief about the agent’s type (it still requires

placing zero probability on deviations by the mediator).

By contrast, a version of neologism-proofness can remain very restrictive. Proposed by

Farrell (1993) for sender-receiver cheap-talk games, this restriction of beliefs formed off-path

is based on the notion of credible veto set: a set of types which are those that strictly prefer

to deviate to a continuation equilibrium under a belief that maintains relative probabilities

among types in the set and places zero probability on types not in the set. A crucial difference

with respect to the intuitive criterion is that, once a set of deviating types is conjectured,

while the intuitive criterion admits any belief concentrated on this set, neologism-proofness

36The case in which J = ∅ is trivial, because then no participation constraint is binding.
37Without mediation, x ∈ XJ is SE*-feasible if and only if (IC)-(IR) hold for some y ∈ ∪µ∈∆(J)NE(µ).
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requires updating to keep constant the relative probabilities among types in this set.

Formally, given a veto set K, with ∅ ⊂ K ⊆ Θ, the principal forms a disagreement belief

µK , defined by µK(θ) = µ0(θ)∑
θ̃∈K µ0(θ̃)

if θ ∈ K, and µK(θ) = 0 if θ /∈ K. Veto set K is credible

if and only if, for any continuation equilibrium under the veto belief, y ∈ σ(µK), we have:

πR1 (y, θ) > π1(x(θ), θ) for all θ ∈ K, and πR1 (y, θ) ≤ π1(x(θ), θ) for all θ /∈ K.38

Without mediation, the set of continuation equilibria, σ(µK), is the set of NE under

that belief: σ(µK) = NE(µK). With mediation, it is not obvious how to define the set of

continuation equilibria (the larger is this set, the weaker is the refinement). If the agent was

assumed to report truthfully before rejecting, it would be the set of BS under the veto belief.

But it seems more reasonable to require a continuation equilibrium to be such that types in

the veto set do not regret having reported truthfully. As a result, the set of continuation

equilibria is the set of CE under the veto belief: σ(µK) = BS(µK).39

Definition 2. A SE with full participation and truth-telling is neologism-proof if and only

if no credible veto set exists.

Results in this paper regarding virtual implementation under the strict intuitive criterion

also apply under this version of neologism-proofness adapted to our multistage game with

communication, because they are based on SE in which rejection occurs on-path.

5.3 Self-rejections and incentive compatibility

Suppose that, when the agent reports type θ ∈ Θ, the mediator self-rejects the mechanism

with probability ε(θ) = µ(θ)
µ0(θ)

ε, where 0 < ε < minθ∈Θ µ
0(θ) and µ ∈ ∆(Θ).40 In a SE in

which the agent always reports truthfully and accepts the mechanism, rejection occurs with

probability ε > 0. The disagreement belief is determined by Bayesian updating, which yields

the probability distribution µ ∈ ∆(Θ).

Let v1(θ′, θ) be the expected payoff of the agent after a self-rejection, where θ′ is his report

38Requiring the inequalities to hold for all continuation outcomes is in the spirit of Matthews et al. (1991),
who extended neologism-proofness to environments with multiple continuation equilibria for a given belief.

39Given the underlying presumption that deviations are only driven by the possibility of a strict gain, it
is reasonable to place zero probability on deviations by the mediator.

40The upper bound guarantees that the conditional probability of self-rejection is lower than 100%.
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and θ is his type. The agent reports truthfully and participates if and only if:

π1(x(θ), θ) + ε(θ)
1−ε(θ) v1(θ, θ) ≥ 1−ε(θ′)

1−ε(θ) π1(x(θ′), θ) + ε(θ′)
1−ε(θ)v1(θ′, θ), ∀θ′ 6= θ, ∀θ ∈ Θ (IC’)

π1(x(θ), θ) + ε(θ)
1−ε(θ) v1(θ, θ) ≥ 1

1−ε(θ) π
R
1 (y(θ), θ), ∀θ ∈ Θ. (IR’)

Self-rejections distort the incentives for truth-telling and participating, but the distortion

can be made arbitrarily small because the disagreement belief, µ, does not depend on the

ex ante probability of self-rejection, ε > 0. For any allocation, x, that strictly satisfies all

the incentive compatibility and individual rationality (IC)-(IR) conditions in the absence of

self-rejections, there exists ε > 0 that is small enough for all the incentive compatibility and

individual rationality (IC’)-(IR’) conditions to remain strictly satisfied.

The following assumption ensures that any allocation that satisfies (IC)-(IR) can be ap-

proximated by a sequence of allocations that strictly satisfy (IC)-(IR).41

Assumption 1. There exists an allocation, xf , that strictly satisfies (IC)-(IR) for any y.

The approximation can be made through a sequence of strictly (IC)-(IR) allocations that

are weighted averages between the allocation that is approximated (whose weight increases

along the sequence) and xf (whose weight vanishes in the limit).

Self-rejections allow the principal to design the disagreement belief, µ, which becomes

the result of Bayesian updating (instead of a postulated off-path belief that could violate

appropriate refinements). The costs of this design are the positive probability of reversion to

the outside game (virtual implementation) and the possible necessity of strict (IC)-(IR).42

5.4 Virtual implementation under the strict intuitive criterion

In the general case where a player-like mediator can reject the proposal and recommend

actions, consider a SE where the agent reports truthfully and accepts to participate, while

the mediator rejects the proposal with ex ante probability ε > 0. After a self-rejection

(on-path), the mediator is informed and makes action recommendations that depend on

41I am grateful to Takuro Yamashita for suggesting this assumption and the subsequent argument, used
in Yamashita (2014).

42Strictness of (IC) is sufficient, but not necessary, to accommodate the distortions caused by self-rejections.
Strictness of (IR) is surely viable if a large transfer from principal to agent is feasible.
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the agent’s type. After a rejection by the agent (off-path), the mediator is uninformed

and thus cannot condition recommendations on the agent’s type. Unable to distinguish

genuine rejections from self-rejections, the principal always believes that a rejection was a

self-rejection and obeys any recommendation that she would obey after a self-rejection.43

After a self-rejection, to be obeyed, the mediator must send recommendations according

to ψ ∈ BS(µ), where µ is the commonly known belief after a self-rejection. Generating a

self-rejection with probability ε(θ̂) ≡ µ(θ̂)

µ0(θ̂)
ε, where θ̂ is the type reported by the agent, we

can obtain any desired value of µ ∈ ∆(Θ) and any ex ante probability of self-rejection, ε > 0.

In any case, µ is not relevant as long as it has full support.44

Off-path, after a genuine rejection, the messages received by principal and agent should

be uncorrelated because it is advantageous to conceal the behavior of the principal from

the agent. Any relevant signal sent to the agent after a genuine rejection can only increase

his payoff by allowing him to condition his best-response (notice that the signal sent to the

agent does not influence the decision of the principal, who attributes zero probability to the

rejection having been genuine). Therefore, the mediator should completely conceal from the

agent the recommendation made to the principal.

In sum: after a self-rejection (on-path), recommendations are made according to some

y ∈ BS(µ); after a genuine rejection (off-path), the recommendation to the principal is

drawn from some σP ∈ ∆(supp(yP |µ)), meaning that it must also be sent on-path.45 After

a genuine rejection, the principal wrongly presumes to be on-path with a commonly known

disagreement belief, µ, and obeys any recommendation that is also made on-path; while the

agent knows that he is off-path and best-responds to the distribution over recommendations

sent to the principal in case of a genuine rejection (which is independent of the agent’s

type).46 If the punishment that is harshest depends on the agent’s type, the principal must

43After a genuine rejection, the mediator should send to the principal the recommendation that is the most
harmful to the agent among those that the principal obeys. Whether the principal has incentives to obey it
conditionally on a genuine rejection is not relevant. The principal obeys if and only if she has incentives to
obey conditionally on a self-rejection (which is infinitely more likely than a genuine rejection).

44As long as it has full support, the common disagreement belief, µ, is irrelevant because the support of
the set of recommendations that are obeyed in a BS does not depend on µ (see Lemma 1 in Appendix A.4).

45Given a distribution over action profiles, y(θ) ∈ ∆(AP×A1), we denote the marginal distribution over AP
by yP (θ) ∈ ∆(AP ). We define supp(yP |µ) ≡ ∪θ∈supp(µ)supp(yP (θ)), and, writing yP ∈ BSP (µ) if and only if
y ∈ BS(µ), we also define supp(BSP (µ)) ≡ ∪y∈BS(µ)supp(yP |µ) and supp(BSP ) ≡ ∪µ∈∆(Θ)supp(BSP (µ)).

46Restricting recommended actions to belong to the support of a single BS is without loss of generality.
If µ has full support, there exists y ∈ BS(µ) whose support contains all the supports of all BS under all
possible disagreement beliefs (see Lemma 1 in Appendix A.4).
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find the optimal trade-off between punishing different types, taking into account the shadow

values of the corresponding participation constraints.

Proposition 3. An allocation x is VSE*-feasible if x satisfies (IC)-(IR) for some y such

that yP ∈ ∆(supp(BSP )) and y1 is a best-response to yP .

Any mixed strategy, yP ∈ ∆(AP ), whose support is contained in the union across disagree-

ment beliefs, µ ∈ ∆(Θ), of the union of the supports of marginal distributions yP ∈ BSP (µ)

(equivalently, whose support is contained in the support of the marginal distribution of a

BS with maximal support) constitutes a credible punishment.

Self-rejections thus enlarge the set of credible punishments to contain the set of distribu-

tions over the support of BSP .47 If the principal plays a mixed action, the correlating signal

to the agent can be shut off (to prevent the agent from conditioning his best-response).

5.5 Summary

The following table compares the sets of credible punishments in different environments:

SE SE* VSE*

no mediation
Proposition 1: Remark 2:

–
= ∪µ∈∆(Θ)NEP (µ) = ∪µ∈∆(J)NEP (µ)

machine mediation

Proposition 2:

⊇ ∪µ∈∆(Θ)CEP (µ) Remark 2: Proposition 3:

⊆ ∪µ∈∆(Θ)BSP (µ) ⊇ ∪µ∈∆(J)CEP (µ) ⊇ ∆(supp(BSP ))

player mediation
Remark 1: ⊆ ∪µ∈∆(J)BSP (µ) ⊆ ∆(A∗P )

= ∆(A∗P )

An allocation that is implementable in SE is virtually implementable in SE* whenever the

set of actions in the support of BS coincides with the set of actions that are not codominated.

This is not always the case: there may exist an action that would be obeyed by the principal,

but which would imply disobedience by the agent if recommended with positive probability.

That action would belong to A∗P but not to supp(BSP ). An example is given in Appendix

A.5.1. A sufficient condition for supp(BSP ) = A∗P is provided in Appendix A.5.2.

47See Appendix A.3 for an example where a punishment yP ∈ ∆(supp(BSP )) is strictly stronger than any
punishment in ∪µ∈∆(Θ)BSP (µ).
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6 The multiple-agent case

With multiple agents, further complexity arises from multi-sided private information. A

rejector faces uncertainty about the types of the other agents, and his beliefs cannot be

manipulated by the mediator.48

Let us continue to focus on candidate equilibria in which agents report truthfully and

accept to participate, and assess whether some agent of some type prefers to reject. To extend

the (IC’)-(IR’) conditions to the multiple-agent case, consider expected payoffs according to

the interim expectation of agent i ∈ I of type θi ∈ Θi about the type profile, θ ∈ Θ, denoted

Eθ|θi [πi(θ)] ≡
∑

θ∈Θ µ
0(θ|θi)πi(θ). Let yi(θ) be the distribution over action profiles that

agent i ∈ I expects if he rejects the mechanism, as a function of the type profile, θ ∈ Θ;

and let vji (θ
′
i, θ) be the payoff that agent i ∈ I expects if there is a self-rejection attributed

to agent j ∈ I, as a function of his report, θ′i ∈ Θi, and the type profile, θ ∈ Θ.

If all other agents participate and report truthfully, it is optimal for agent i ∈ I to

participate and report truthfully if and only if:

Eθ|θi

[
πi(x(θ), θ) +

∑
j∈I

εj(θ)

ε0(θ)
vji (θi, θ)

]
≥ Eθ|θi

[
ε0(θ′i,θ−i)

ε0(θ)
πi(x(θ′i, θ−i), θ)

+
∑
j∈I

εj(θ
′
i,θ−i)

ε0(θ)
vji (θ

′
i, θ)

]
, ∀θ′i 6= θi, ∀θi ∈ Θi (IC’)

Eθ|θi

[
πi(x(θ), θ) +

∑
j∈I

εj(θ)

ε0(θ)
vji (θi, θ)

]
≥ Eθ|θi

[
πRi (yi(θ), θ)

]
, ∀θi ∈ Θi. (IR’)

We say that (IC)-(IR) is satisfied if and only if (IC’)-(IR’) is satisfied with εY (θ) = 1, ∀θ ∈ Θ.

Let us work under the natural extension of Assumption 1 to the multiple-agent case.

Assumption 1’. There exists an allocation, xf , that, ∀i ∈ I, strictly satisfies (IC)-(IR) for

any yi.

As in the single-agent scenario, let us start by studying implementation in SE, as a bench-

mark, before focusing on virtual implementation in strictly intuitive SE.

48By contrast, in the single-agent case, the single rival of the rejector does not have any private information.
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6.1 Implementation in sequential equilibrium

6.1.1 No mediation

Without mediation, in a SE with full participation and truth-telling, rejection by agent

i ∈ I can only directly influence beliefs about himself. The set of possible beliefs following

disagreement is composed by those that satisfy “no signaling what you don’t know”: Bi0 ≡
{µi ∈ ∆∗(Θ) : µi(θ|Z) = µi(θi|Z)µ0(θ|θi ∩ Z), ∀θ ∈ Θ}, where ∆∗(Θ) is the set of Bayesian

conditional probability systems on Θ.49

After a rejection by agent i ∈ I, the belief is µi ∈ Bi0: it is common knowledge that the

probability that player j ∈ IP attributes to the type profile being θ ∈ Θ is µi(θ|θj).50

Proposition 4. Without mediation, an allocation x is SE-feasible if and only if, for each

i ∈ I, x satisfies (IC)-(IR) for some yi ∈ ∪µ∈Bi0NE(µ).

In an alternative environment where a mediator collects the reports of the agents and makes

recommendations about participation, the “no signaling what you don’t know” restriction is

removed. By recommending rejection with a probability that depends on the reported type

profile, the mediator allows the trembles of each agent to depend on the type profile (even

if agents disobey and accept to participate with full probability).

6.1.2 Machine-like mediation restricted to action recommendations

Action recommendations enlarge the set of credible punishments. As in the single-agent

case, a sequence of full-support strategy profiles can be constructed such that, in the limit,

all agents report truthfully with full probability even in case of a rejection. This generates

the belief by acceptors that the mediator is informed. Therefore, after a rejection by agent

i, acceptors are willing to obey any recommendation structure ψi ∈ BS(µi), where µi ∈ Bi0
can be chosen. The rejector may, however, prefer to disobey.

49With multiple agents and no self-rejections, it is convenient to define a common belief as a conditional
probability system (Myerson, 1986), because the disagreement belief may attribute zero marginal probability
to some agent-type and it may be necessary to consider the interim belief of this agent-type. A conditional
probability system is a µ ∈ ∆∗(Θ) such that, for every Z that is a nonempty subset of Θ, the conditional
probability function µ(·|Z) ∈ ∆(Θ) is such that µ(Z|Z) = 1 and µ(Z ′′|Z) = µ(Z ′′|Z ′)µ(Z ′|Z), for all
Z ′′ ⊆ Z ′ ⊆ Z. We will continue to denote µ(Z ′) ≡ µ(Z ′|Θ), ∀Z ′ ⊆ Θ.

50Notice that µi ∈ Bi0 implies that the posterior of player i is unchanged: µi(θ|θi) = µi(θi|θi)µ0(θ|θi∩θi) =
µ0(θ|θi), ∀θ ∈ Θ. Using conditional probability systems allows µi(θ|θi) to be well defined even if µi(θi) = 0.
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For the rejector to report truthfully and obey even when he rejects the mechanism, the

punishment ψi that is executed if agent i ∈ I rejects the proposal must be a hybrid of

a communication equilibrium and a Bayesian solution. It must provide incentives for the

rejector to report truthfully, while acceptors report truthfully because x satisfies (IC). Denote

by BS(i)(µ) the set of recommendation structures that induce truthful reporting by agent i

and obedience by all players. Of course, CE(µ) ⊆ BS(i)(µ) ⊆ BS(µ).

Proposition 5. Without self-rejections: a necessary condition for an allocation x to be SE-

feasible is (IC)-(IR) for some yi ∈ ∪µi∈Bi0BS(µ), ∀i ∈ I; a sufficient condition is (IC)-(IR)

for some yi ∈ ∪µi∈Bi0BS
(i)(µ), ∀i ∈ I.

6.1.3 Player-like mediator can self-reject and recommends actions

If a mediator can self-reject the mechanism and recommend actions, a punishment can be

enforced in SE if and only if codominated actions are not used (Myerson, 1986). Let A∗i (θi) ⊆
Ai denote the set of actions of player i ∈ IP of type θi ∈ Θi that are not codominated, and

let A∗−i(θ−i) ≡ Πj∈IP \{i}A
∗
i (θi).

Remark 3. An allocation x is SE-feasible if and only if, for each i ∈ I, x satisfies (IC)-(IR)

for some y(i) induced by (y
(i)
−i, σ

(i)
i ) such that y

(i)
−i(θ−i) ∈ ∆(A∗−i(θ−i)), ∀θ−i ∈ Θ−i, and σ

(i)
i (θi)

is a best-response to y
(i)
−i, ∀θi ∈ Θi.

6.2 Cutting power of the strict intuitive criterion

Suppose agent i ∈ I genuinely rejects a mechanism without self-rejections on-path. Under

the strict intuitive criterion, after rejection by i is announced, other players share a common

disagreement belief placing zero probability on self-rejection (which would be a deviation

by the mediator) and on rejection by types not in Ji ⊆ Θi. Punishments that are executed

are thus a subset of those that can be implemented by a machine-like mediator who only

recommends actions. The logic of the single-agent case applies to the multiple-agent case.

6.3 Virtual implementation under the strict intuitive criterion

Suppose that, when the profile of announcements is θ ∈ Θ, the mediator: produces a spurious

rejection by agent i ∈ I with probability εi(θ) = µi(θ)
µ0(θ)

εi, where 0 < εi <
1
|I| minθ∈Θ µ

0(θ), and
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µi ∈ ∆(Θ) has full support; and sends a profile of private recommendations, a ∈ A, according

to a distribution ψi(θ) such that ψi ∈ BS(µi).51 Since, after rejection by agent i ∈ I is

observed, the common belief is µi (from Bayes’ rule), players always find it optimal to obey

the recommendations if and only if, given the common belief µi, the mapping ψi : Θ→ ∆(A)

is a Bayesian solution, i.e., ψi ∈ BS(µi).

After a genuine rejection by agent i ∈ I, the set of recommendations that acceptor j ∈
IP \{i} of type θj ∈ Θj may receive without detecting that the rejection is genuine is the set

of recommendations he may receive after a spurious rejection: the union across θ−j ∈ Θ−j of

the supports of marginal distributions ψij(θj, θ−j). Obedience after a spurious rejection by

agent i implies obedience after a genuine rejection by agent i, because acceptor j does not

distinguish the two, and presumes that the rejection was spurious with 100% probability.

From Lemma 1, there exists zi ∈ BS(µi) whose support contains the supports of all BS.

Let ψi = zi, let Aj(θj) ≡ ∪θ−j∈Θ−jsupp
[
ψij(θj, θ−j)

]
, and let A−i(θ−i) ≡ Πj∈IP \{i}Aj(θj),

∀θ−i ∈ Θ−i.
52 Acceptors can be induced to obey any punishment y

(i)
−i : Θ−i → ∆(A−i) such

that y
(i)
−i(θ−i) ∈ ∆(A−i(θ−i)).53

Finally, it is important to understand what should the mediator recommend to a genuine

rejector. Since the private signal sent to a genuine rejector does not affect the incentives

of acceptors (because genuine rejections occur with zero probability), an informative signal

may benefit – but never harm – the rejector by allowing him to condition his best-response.

Hence, a genuine rejector should be sent a non-informative signal.

Proposition 6. An allocation x is VSE*-feasible if, for each i ∈ I, x satisfies (IC)-(IR) for

some y(i) induced by (y
(i)
−i, σ

(i)
i ) such that y

(i)
−i(θ−i) ∈ ∆(A−i(θ−i)), ∀θ−i ∈ Θ−i, and σ

(i)
i (θi) is

a best-response to y
(i)
−i, ∀θi ∈ Θi.

54

51From Lemma 1 (in Appendix A.4), the belief µi is irrelevant (as long as it has full support) because, given
any µi with full support, there exists zi ∈ BS(µi) whose support contains all the actions played in at least
one BS. Only the support of the BS played after a self-rejection is relevant because the recommendations
that acceptors obey after a genuine rejection are exactly those in the support of that BS. Hence, after a
self-rejection, the mediator should recommend a BS with maximal support, such as zi. It also follows from
Lemma 1 that it is not useful to induce different acceptors to have different beliefs off-path (given that they
have a common disagreement belief on-path).

52From Lemma 1: Aj(θj) = ∪µi∈∆(Θ) ∪φi∈BS(µi) ∪(θj ,θ−j)∈supp(µi)supp
[
φij(θj , θ−j)

]
.

53The principal should choose the punishment that maximizes her payoff by relaxing the participation
constraints. The most harmful punishment to a rejector may depend on his type. However, the choice of
punishment cannot be contingent on the rejector’s type (which is only known by the rejector himself).

54The punishment of a genuine rejector i ∈ I can be induced if, for each acceptor j ∈ IP \ {i}, recommen-
dations made to j with positive probability belong to Aj(θj).
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7 Collusion in oligopoly

As an application, let us examine a quantity-setting oligopoly where a firm proposes a

collusive agreement to her rivals, who have private information about production costs.

7.1 Cournot duopoly

Consider a duopoly in which firms simultaneously choose quantities to supply under one-sided

private information. Firm A (agent) has private information about its unit cost, θA ∈
{

0, 1
3

}
,

while the unit cost of firm P (principal) is zero (θP = 0). Demand is such that the profit

function of firm i ∈ {A,P} is given by πi = (1− qi − 1
2
qj − θi) qi, where {i, j} = {A,P}.55

Suppose that firm P is able to propose an enforceable “take-it-or-leave-it” collusive agree-

ment involving side-payments.56 Let µA ∈ [0, 1] denote the commonly known probability

that firm P attributes to θA = 1
3

in case of rejection. For each µA ∈ [0, 1], there is a menu

of contracts that maximizes joint-profit and specifies side-payments that leave each type of

firm A indifferent between accepting or rejecting (truth-telling constraints are not binding).57

Due to strategic substitutability, the profit of firm A is strictly decreasing in µA. A high-cost

firm produces less, leaving greater residual demand. Expecting to face a high-cost rival, firm

P produces more, which reduces the profit of firm A.

In the sequential equilibrium that firm P prefers, the disagreement belief is µA = 1. How-

ever, a sequential equilibrium with µA > µ0
A, where µ0

A is the prior belief, is not neologism-

proof. The full set of types is a credible veto set: if firm P believes that both types may

reject (and thus keeps its prior belief), both types have strict incentives to reject if µA > µ0
A.

This means that a rejector would likely be able to convince the principal to change his belief

from µA to the prior belief whenever µA > µ0
A.

Using a mediator able to mimic rejection by firm A allows firm P to virtually implement

the optimal menu with µA = 1 without belief formation off-path, therefore in a way that is

trivially neologism-proof.58 If firm A chooses the contract designed for θA = 0, it is enforced;

55This is a version of the model of Singh and Vives (1984) with one-sided private information. We consider
a very fine grid of possible output choices, including all the values that are computed below.

56The enforceability assumption is more acceptable in legal cartels, such as export cartels (e.g., those
operating in the U.S. under the Webb-Pomerene Export Trade Act of 1918 or the Export Trading Company
Act of 1982) or agriculture cartels (e.g., those operating in the U.S. under a Federal Marketing Order).

57This is shown in Appendix C.1.
58This menu is, precisely: (qA, qP , t) ∈

{
( 1

3 ,
1
3 ,−

5
324 ), ( 1

9 ,
4
9 ,

1
81 )
}

. See Appendix C.1.
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if firm A chooses the contract designed for θA = 1
3
, there is a self-rejection with probability

ε > 0, otherwise the contract is enforced. Bayesian updating yields µA = 1.

Message: Without self-rejections, neologism-proofness significantly reduces the payoff at-

tainable by firm P because rejection can no longer signal inefficiency (µA ≤ µ0
A). With

self-rejections, neologism-proofness can be satisfied at a negligible cost.

7.2 Cournot triopoly (without action recommendations)

Consider a similar model, but with three firms. The unit cost of firm P (principal) is zero

(θP = 0), while firms A and B (agents) have private information about their unit costs,

θi ∈
{

0, 1
3

}
, i ∈ {A,B}, which are independent and identically distributed. The profit of

firm i ∈ {A,B, P} is given by πi = (1− qi − 1
2
qj − 1

2
qk − θi) qi, where {i, j, k} = {A,B, P}.

Let the common disagreement belief be that θi = 1
3

with probability µi, for i ∈ {A,B},
and that θA and θB are independent. For each (µA, µB) ∈ [0, 1]2, there is a menu of contracts

that maximizes joint-profit and leaves each type of each firm indifferent between accepting or

rejecting (truth-telling constraints are not binding). Again, due to strategic substitutability,

the profit of firm A is strictly decreasing in µA.59

Even if we do not require neologism-proofness, the “no signaling what you don’t know”

property of sequential equilibrium restricts beliefs about firm B to remain unchanged (µB =

µ0
B) if firm A rejects the agreement. The worst possible belief for firm A is thus (µA, µB) =

(1, µ0
B), i.e., 100% probability that firm A has high cost and unchanged belief about firm B.

Self-rejections allow the principal to eliminate the “no signaling what you don’t know”

restriction and induce, approximately, her preferred disagreement belief: (µA, µB) = (1, 1).

This is the belief that maximizes the sum of the outputs of the principal and the acceptor.

The mediator can induce this belief by generating spurious rejections with a probability

that depends on the profile of reports: if both firms report high cost, the mediator generates

a spurious rejection by agent i ∈ {A,B} with probability ε
2(1+ε)

, with ε > 0; if a single firm

reports high cost, the mediator generates a spurious rejection by this firm with probability

ε2

2(1+ε)
. The total probability of spurious rejection is ε, and the common disagreement belief

after a rejection by firm A is (µA, µB) = (1, 1
1+ε

), which converges to (1, 1) as ε→ 0.

59All this is shown in Appendix C.2.
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Message: With multiple informed firms, self-rejections allow the principal to generate dis-

agreement beliefs that survive restrictions of beliefs formed off-path and, furthermore, allow

rejection to release optimally designed information about acceptors.

7.3 Cournot triopoly (with action recommendations)

Now suppose that, in case of rejection, the mediator privately recommends the firms how

much to produce. In this environment, the principal can relax the participation constraints

even further. Observe that the mediator is perfectly informed when the rejection is spurious

(on-path), because agents have reported their costs truthfully.

In an equilibrium in which recommendations are obeyed, denote by q
i

and qi the minimum

and maximum output of firms i ∈ {A,B, P}. The maximum output of firm i cannot be

higher than the best-response to the minimum outputs of rivals when θi = 0. That is:

qi ≤ 1
2
− 1

4
(q
j

+ q
k
), where {i, j, k} = {A,B, P}. Similarly, the minimum output of firm i

cannot be lower than the best-response to the maximum outputs of rivals when firm i has the

highest possible cost, that is: q
i
≥ 1

3
− 1

4
(qj+qP ), for {i, j} = {A,B}; and q

P
≥ 1

2
− 1

4
(qA+qB).

As a result of these restrictions, the following system of equations yields upper and lower

bounds on the minimum and maximum outputs that firms produce in equilibrium:

qA = 1
2
− 1

4
(q
B

+ q
P

)

qB = 1
2
− 1

4
(q
A

+ q
P

)

qP = 1
2
− 1

4
(q
A

+ q
B

)

q
A

= 1
3
− 1

4
(qB + qP )

q
B

= 1
3
− 1

4
(qA + qP )

q
P

= 1
2
− 1

4
(qA + qB)

⇔



qA = qB = 53
135

qP = 59
135

q
A

= q
B

= 17
135

q
P

= 41
135
.

The punishment that can be inflicted on firm A if it genuinely rejects the agreement cannot

be harsher than having, with 100% probability, firm P producing qP = 59
135

and firm B

producing qB = 53
135
− θB

2
. These bounds may seem unattainable because they are best-

responses under extremely asymmetric beliefs. However, the mediator can induce obedience

of recommendations that approximate these bounds. As a result, if firm A genuinely rejects

the agreement, the output from its rivals will be approximately equal to qB − θB
2

+ qP .

To understand how these bounds can be approximated, keep in mind that, after a spurious
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rejection, the mediator is informed. This allows the distribution over recommendations to be

contingent on the type profile. Observe also that the recommendations that firms B and P

obey after a spurious rejection by firm A (on-path) are also obeyed after a genuine rejection

by firm A (off-path), because the two kinds of rejection are not distinguishable.

Let us construct a recommendation structure that is always obeyed after a spurious rejec-

tion by firm A, such that the maximum outputs recommended to firms B and P , denoted qB

and qP , are arbitrarily close to the upper and lower bounds, qB and qP . The mediator will

recommend qB and qP with 100% probability after a genuine rejection. The recommendation

structure used after a spurious rejection by firm A is constructed as follows.

1. With probability 1 − ε0, recommend the full-information Nash equilibrium outputs:

(qA, qB, qP ) = (1
3
, 1

3
, 1

3
) if (θA, θB) = (0, 0); (qA, qB, qP ) = (13

27
, 13

27
, 5

54
) if (θA, θB) = (0, 1

3
);

(qA, qB, qP ) = ( 5
54
, 13

27
, 13

27
) if (θA, θB) = (1

3
, 0); (qA, qB, qP ) = ( 5

27
, 5

27
, 11

27
) if (θA, θB) = (1

3
, 1

3
).

With ε0 = 0, these recommendations would be obeyed, and the obedience constraints would

be strictly satisfied.60 Choose ε0 > 0 small enough for these obedience constraints to remain

strictly satisfied for any possible recommendations made with probability ε0. This guaran-

tees that these output recommendations are obeyed independently of the remainder of the

construction. Let q0 ≡ (q0
A
, q0
A, q

0
B
, q0
B, q

0
P
, q0
P ) = ( 5

27
, 13

27
, 5

27
, 13

27
, 1

3
, 11

27
).

2. Construct the sequence {qn}n∈IN as follows. Let: qn
i

be the best-response by firm i,

when it has the highest possible cost, to (qn−1
j , qn−1

k ), where {i, j, k} = {A,B, P}. Explicitly:

qn
A

= 1
3
− 1

4
(qn−1
B + qn−1

P ), qn
B

= 1
3
− 1

4
(qn−1
A + qn−1

P ) and qn
P

= 1
2
− 1

4
(qn−1
A + qn−1

B ). Similarly, let

qni be the best-response by firm i, when it has the lowest possible cost, to (qn−1
j

, qn−1
k

), where

{i, j, k} = {A,B, P}. Explicitly: qnA = 1
2
− 1

4
(qn−1
B

+ qn−1
P

), qnB = 1
2
− 1

4
(qn−1
A

+ qn−1
P

) and

qnP = 1
2
− 1

4
(qn−1
A

+ qn−1
B

). This transformation is a contraction with modulus 1
2
. Therefore,

it has a single fixed point (the bounds that we wish to approximate), which is the limit of

the sequence, and convergence is very fast.61

3. With probability given by (1−εn)Πn−1
m=0εm, recommend: (qn

A
, qn−1
B , qn−1

P ) or (qn−1
A

, qnB, q
n−1
P

),

equiprobably, if (θA, θB) = (1
3
, 0); (qnA, q

n−1
B

, qn−1
P

) or (qn−1
A , qn

B
, qn−1
P ), equiprobably, if (θA, θB) =

(0, 1
3
); (qn−1

A , qn−1
B , qn

P
), if (θA, θB) = (0, 0); (qn−1

A
, qn−1
B

, qnP ), if (θA, θB) = (1
3
, 1

3
). Choose εn > 0

sufficiently small for all obedience constraints to remain strictly satisfied independently of

the remainder of the construction (i.e., independently of what is recommended with proba-

60We are considering a very fine, but finite, grid of possible output choices.
61This is shown in Appendix C.3.
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bility Πn
m=0εm). Recommendations qn−1

i
and qn−1

i , not being best-responses in this case, are

obeyed because the obedience constraints are pooled with the much more likely cases (pre-

vious iterations) in which they are best-responses. Recommendations qn
i

and qni are obeyed

because they are best-responses, and the obedience constraints are strictly satisfied.

With a sufficient number of iterations, the support of recommendations made after a spu-

rious rejection (on-path) approximates the bounds as closely as desired. Recommendations

made to firms B and P after a genuine rejection by firm A are deterministic, being the max-

imum outputs recommended on-path: (qNB − θB
2
, qNP ), where N is the number of iterations.62

Message: Self-rejections and action recommendations can originate significantly harsher

punishments than the harshest punishment attainable without action recommendations, by

making each acceptor j believe that: all rivals k 6= j have high costs; all rivals k 6= j believe

that all rivals l 6= k have low costs; all rivals k 6= j believe that all rivals l 6= k believe that

all rivals m 6= l have high costs; and so on.

8 Conclusion

In principal-agent environments where the outside payoff of an agent depends on what others

infer from his rejection, the principal can relax participation constraints using self-rejections,

i.e., using a mediator that mimics rejections by the agent. Mechanisms with self-rejections are

stochastic because the agreement may not be enforced even if all agents accept to participate

(with a small probability, there is a self-rejections), and mediated because participation

decisions are signal-jammed by a mediator (so that others cannot distinguish a genuine

rejection from a self-rejections).

Participation constraints can be further relaxed if, besides signal-jamming genuine re-

jections, the mediator makes non-binding recommendations. These must be trustworthy

on-path, so that they are trusted off-path when they induce acceptors to punish a gen-

uine rejector. Understanding the impact of self-rejections should be useful for the design of

organizations, auctions and contests under the threat of collusion, for the design of media-

tion between privately informed parties who seek an agreement. Self-rejections may also be

relevant in various kinds of sequential contracting and dynamic contracting environments.

62As in the previous scenarios, it is straightforward to verify that the truth-telling constraints are satisfied.
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A Some remarks on correlated equilibrium

A.1 CE vs NE

An outside game where a CE can entail a harsher punishment than any NE is described in Figure

1.63 Despite being a complete information game, the example illustrates the point.

0 3 6 4

0 6 3 4

6 0 3 4

3 0 6 4

3 6 0 4

6 3 0 4

4 4 4 5

4 4 4 5

C1

R1

C2

R2

C3

R3

C4

R4

Figure 1: A CE may be a harsher punishment than any NE.

Since this is a complete information game, a CE is simply a correlated equilibrium, while a NE

is simply a Nash equilibrium. While the unique Nash equilibrium payoffs are (5, 5), there is a

correlated equilibrium in which expected payoffs are (5, 4).64

A.2 BS vs CE

It is easy to find examples in which a BS(µ) strategy can punish the agent more than any CE(µ)

strategy. Figure 2 presents one where the agent (column player) does not play.

The principal plays R3 in the single CE (which is the single NE), yielding a payoff of 4 to the

agent (column player). The BS in which the principal plays R1 if the agent is of type 1 and R2 if

the agent is of type 2 yields a payoff of 0 to the agent.

Such a harsh punishment cannot be implemented because, after a genuine rejection, the mediator

cannot make a recommendation that is contingent on the type of the agent. Still, the mediator

63This example is attributed to Robert J. Aumann. Versions appeared in the works of Nau and McCardle
(1990) and Evangelista and Raghavan (1996), from where this version was adapted.

64Observe that a profile of correlated equilibrium strategies that places probability 2
9 on each outcome

whose payoffs are (6, 3), i.e., on (R1, C2), (R2, C3) and (R3, C1), and probability 1
9 on each outcome whose

payoffs are (3, 6), i.e., on (R1, C3), (R2, C1) and (R3, C2), yields expected payoffs of (5, 4).
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0

3

3

0

4

2

R1

R2

R3

(type 1, 50%)

3

0

0

3

4

2

R1

R2

R3

(type 2, 50%)

Figure 2: A BS may be a harsher punishment than any CE.

can recommend R1 with probability α ∈ [0, 1] and R2 with probability 1 − α, yielding an outside

payoff of 3(1− α) to the agent of type 1 and an outside payoff of 3α to the agent of type 2.

A.3 Choosing an action in the support

After a spurious rejection, the recommendations must constitute a BS(µ). After a genuine rejection,

the principal will obey any action in the support of a BSP (µ).

A strategy with support contained in that of an equilibrium strategy can punish the agent more

than any equilibrium strategy. For example, in the matching pennies game in Figure 3: while the

payoff of the column player in the unique BS is −4 (the unique BS is the unique NE), the pure

strategy R1 reduces the payoff of the column player to −7.

−9 −7

1 −1

1 −1

−1 1

C1 C2

R1

R2

Figure 3: A strategy in ∆(supp(BS)) may punish more than any BS strategy.

A.4 On the structure of BS

There exists a single BS whose support is equal to the union of the supports of all BS for all common

beliefs. On-path, the mediator could randomize over beliefs and over different BS, but this would

not enlarge the set of recommendations obeyed off-path (which is the support of the distribution

over recommendations made on-path) relatively to that single BS.

37



Lemma 1. Let µ ∈ ∆(Θ) have full support. There exists y ∈ BS(µ) such that, for all i ∈ IP :

supp(yi|µ) = supp(BSi).
65

Proof. Given a common belief with full support, µ ∈ ∆(Θ), let us construct y ∈ BS(µ) whose

support contains all actions aj that are played with strictly positive probability in some BS by

each player j ∈ IP of each type θj ∈ Θj . Collect all such aj and denote this set by Aj(θj). For

each action ak ∈ A ≡ ∪j∈IP ∪θj∈Θj Aj(θj), there exists a common belief, µk, and a BS under that

belief, yk ∈ BS(µk), in which ak is played with strictly positive probability. There exists a set of

signals that transforms µ into a distribution over posteriors whose support contains
{
µ1, ..., µK

}
,

where K is the cardinality of A. Concretely, consider such a random signal whose realizations

include
{
s1, ..., sK

}
where the probability of sk if the type profile is θ is µk(θ)

µ(θ) ε, for k ∈ {1, ...,K},

with ε > 0 sufficiently small for conditional probabilities to be smaller than one. The posterior that

results from observing sk is µk. Conditionally on signal sk being released, the mediator recommends

yk ∈ BS(µk). As a result, all actions ak ∈ A are played with strictly positive probability.

A.5 Codominated actions and the support of BS

A.5.1 An example

The set of non-codominated actions (Myerson, 1986; Gerardi and Myerson, 2007) may be larger than

the set of actions in the support of BS. It may be conjectured that these sets coincide generically

(i.e., in an open and dense subset of a space of games). The complete information example below

is illustrative. Recall that, with complete information, a BS is simply a correlated equilibrium.

Notice that C2 and R1 are weakly dominated actions: C2 is optimal if R2 is never played; R1

is optimal if C2 is never played. Let ψ(Ri,Cj) denote the probability of (Ri,Cj) being played in

a correlated equilibrium, for (i, j) ∈ {1, 2}2. Observe that ψ(R2, C2) = 0, otherwise the column

player would gain from deviating and playing C1 when recommended to play C2. Observe also

that ψ(R1, C2) = 0, otherwise the row player would gain from deviating and playing R2 when

recommended to play R1. Hence, C2 does not belong to the support of any BS.

However, C2 is not codominated. This can be verified using Definition 3 (see Section A.5.2).

Let ψ(R1, C1) = α and ψ(R2, C1) = 1 − α, where α ∈ (0, 1]. Observe that the mediator would

be obeyed if it trembled and recommended (R1, C2), but only if it trembles with zero probability

(otherwise, the row player would not obey R1).

65Recall that supp(BSi) ≡ ∪µ∈∆(Θ) ∪y∈BS(µ) supp(yP |µ).
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0 0

1 −1

1 0

1 0

C1 C2

R1

R2

Figure 4: Action C2 is not codominated but is not played in any BS.

Perturbing payoffs, it is possible to restore the equivalence between actions in the support of BS

and non-codominated actions. If the payoff of the column player when (R1, C2) is played becomes

δ < 0, then C2 becomes strictly dominated and thus codominated. If this payoff becomes δ > 0

and the payoff of the row player when (R1, C1) is played becomes 1+ δ, then there is a BS with C2

in its support: ψ(R1, C1) = 1
(1+δ)2

, ψ(R1, C2) = δ
(1+δ)2

, ψ(R2, C1) = δ
(1+δ)2

, ψ(R2, C2) = δ2

(1+δ)2
.

0 δ

1 + δ −1

1 0

1 0

C1 C2

R1

R2

Figure 5: In a perturbed game where δ > 0, action C2 is played in a BS.

A.5.2 A sufficient condition for supp(BS) = A∗

The following definition of codominated actions is taken from Gerardi and Myerson (2007).

Definition 3 (Codominated Actions). A mediation range B = (Bi(θi))i∈IP ,θi∈Θi
is codominated if

there does not exist a probability distribution ψ ∈ ∆(Θ×A) such that:

∑
θ−i∈Θ−i

∑
a−i∈A−i

ψ(θi, θ−i, ai, a−i)
[
ui(θi, θ−i, ai, a−i)− ui(θi, θ−i, a′i, a−i)

]
≥ 0, (1)

∀i ∈ IP , ∀θi ∈ Θi, ∀ai ∈ Bi(θi), ∀a′i ∈ Ai, and

∑
i∈IP

∑
θ∈Θ

∑
ai∈Bi(θi)

∑
a−i∈A−i

ψ(θi, θ−i, ai, a−i) > 0 (2)

It is clear that the union of two mediation ranges that are codominated is also codominated. The

union of all mediation ranges that are codominated forms the maximal mediation range that is
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codominated, E = (Bi(θi))i∈IP ,θi∈Θi
. The set of non-codominated actions, A∗ = (A∗i (θi))i∈IP ,θi∈Θi

,

is defined by A∗i (θi) = Ai \ Ei(θi) for all θi ∈ Θi and all i ∈ IP .

With the objective of comparing A∗ and supp(BS), consider the following definition of a media-

tion range outside supp(BS). The union of all such mediation ranges forms the maximal mediation

range that is outside the support of BS, the complement of which is supp(BS).

Definition 4 (Actions not in BS). A mediation range B = (Bi(θi))i∈IP ,θi∈Θi
is outside supp(BS)

if there does not exist a probability distribution ψ ∈ ∆(Θ×A) such that:

∑
θ−i∈Θ−i

∑
a−i∈A−i

ψ(θi, θ−i, ai, a−i)
[
ui(θi, θ−i, ai, a−i)− ui(θi, θ−i, a′i, a−i)

]
≥ 0 (1)

∀i ∈ IP , ∀θi ∈ Θi, ∀ai ∈ Ai, ∀a′i ∈ Ai, and

∑
i∈IP

∑
θ∈Θ

∑
ai∈Bi(θi)

∑
a−i∈A−i

ψ(θi, θ−i, ai, a−i) > 0 (2)

The following lemma provides a sufficient condition for existence of a BS whose support coincides

with the set of non-codominated actions.

Lemma 2. If there exists a BS with maximum support that is strict, i.e., with all obedience con-

straints strictly satisfied, then supp(BS) = A∗.

Proof. Suppose, by way of contradiction, that supp(BS) 6= A∗. It is trivial that supp(BS) ⊆ A∗,

because the definition of supp(BS) is more restrictive than the definition of A∗: the obedience

constraint (1) in the definition of A∗ only has to be satisfied for ai ∈ Bi(θi) while in the definition

of supp(BS) it must be satisfied for all ai ∈ Ai. Then, supp(BS) ⊂ A∗. There exists i ∈ IP and

θi ∈ Θi such that A∗i (θi) \ suppi(BS|θi)) 6= ∅.

Pick an action ãi ∈ A∗i (θi) \ suppi(BS|θi), and
(
µA, ψA

)
∈ ∆(Θ) × Θ∆(A) in the conditions

of Definition 3 implying that ãi is non-codominated. Let ψBS ∈ BS(µBS) be a strict BS with

maximal support, i.e., such that supp(ψBS) = supp(BS). For each θ ∈ Θ, recommend ψA with

probability µA(θ)
µ0(θ)

εA, recommend ψBS with probability µBS(θ)
µ0(θ)

εBS , and, with the remaining probabil-

ity, µ
0(θ)−εAµA(θ)−εBSµBS(θ)

µ0(θ)
, recommend some ψr ∈ BS(µr), where µr(θ) ≡ µ0(θ)−εAµA(θ)−εBSµBS(θ)

1−εA−εBS .

Let εBS = minθ∈Θ
µ0(θ)−εAµA(θ)

µBS(θ)
, and let εA be small enough for εBS > 0. This defines a recommen-

dation structure ψε. The idea of the proof is to reach a contradiction by showing that ψε ∈ BS(µ0)

if εA is sufficiently small.

Note that each obedience constraint of ψε becomes a weighted average of the corresponding

obedience constraints of ψA, ψBS , and ψr. Suppose an action ai ∈ suppi(BS|θi)) is recommended to
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player i ∈ IP of type θi ∈ Θi. If ψBS is being recommended, which has strictly positive probability,

obedience is strictly beneficial. If ψr is being recommended, obedience is weakly beneficial. If

ψA is being recommended, which has a probability proportional to εA, obedience may be strictly

detrimental. When εA → 0, it becomes strictly optimal to obey.

Suppose an action ai /∈ suppi(BS|θi)) is recommended to player i ∈ IP of type θi ∈ Θi. In

this case, it is surely ψA that is being recommended and since
(
µA, ψA

)
∈ ∆(Θ)×Θ∆(A) is in the

conditions of Definition 3 (implying ãi is non-codominated), obedience is weakly optimal.

Hence, ψε ∈ BS(µ0) and thus ãi /∈ A∗i (θi) \ suppi(BS|θi). Contradiction.

B Proofs

Proof of Propositions 1, 2 and 3. Corollaries of Propositions 4, 5 and 6, respectively.

Proof of Proposition 4. (⇒) If x is SE-feasible without mediation, there exists a sequential

equilibrium in which agents report their types truthfully and accept x. In this SE, the common

belief following a rejection by agent i ∈ I (off-path), denoted µi, belongs to Bi0; and the resulting

distribution over action profiles, yi, belongs to NE(µi). Since all agents report truthfully and

accept x, (IC)-(IR) with outside option yi is satisfied for all i ∈ I.

(⇐) Since, for each i ∈ I, µi ∈ Bi0 and yi ∈ NE(µi), there is a SE of the non-mediated mechanism

in which agents report truthfully and participate. For each i ∈ I, let µi be the common belief after

a rejection by agent i ∈ I (off-path), and let yi be the distribution over action profiles.

Proof of Proposition 5. (⇒) If x is SE-feasible without self-rejections, there exists a SE of a

mechanism without self-rejections, (x,Y, ψ), in which agents participate and report their types

truthfully. The common belief following a rejection by agent i ∈ I (off-path), denoted µi, belongs

to Bi0 (under µi ∈ Bi0, the belief of agent i of type θi ∈ Θi is the same as under µ0); and the

continuation distribution over action profiles, yi, constitutes a BS(µi), by definition. Since agents

participate and report truthfully, (IC)-(IR) with outside option yi is satisfied for all i ∈ I.

(⇐) Let µi ∈ Bi0 and yi ∈ BS(i)(µi) be such that x satisfies (IC)-(IR), ∀i ∈ I. Let us construct

a SE of a mechanism without self-rejections, (x,Y, ψ), in which agents participate and report

their types truthfully. For each i ∈ I, let µi be the common belief formed off-path following a

genuine rejection by agent i, and let yi be the subsequent distribution over profiles of private

recommendations. Acceptors j ∈ I \{i} report truthfully because (IC) is satisfied, the rejector also
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reports truthfully because yi ∈ BS(i)(µi), and recommendations are obeyed by all players because

yi ∈ BS(i)(µi). Since (IC)-(IR) with outside option yi is satisfied for all i ∈ I, there is a SE of

(x,Y, ψ) in which agents participate and report truthfully.

Proof of Proposition 6. Since y
(i)
−i(θ−i) ∈ ∆(A−i(θ−i)), ∀θ−i ∈ Θ−i, from Lemma 1, ∃yi ∈

BS(µi), where µi is any belief with full support, s.t., for each j ∈ IP \ {i}: aj ∈ supp[y(i)
j (θ−i)]

implies aj ∈ supp(yij). Construct εm such that if the report profile is θ ∈ Θ, a spurious rejection

by agent i ∈ I is generated with probability εi(θ) ≡ µi(θ)εm

µ0(θ)|I| , where 0 < εm < minθ∈Θ µ
0(θ). After

a spurious rejection by agent i, the disagreement belief is µi, and the mediator recommends yi(θ).

Observe that all actions in the support of y
(i)
j (θ−i) are chosen with positive probability by player j

when he has type θj , after a spurious rejection by agent i. After a genuine rejection by agent i, let the

mediator send recommendations to the acceptors according to y
(i)
−i(θ−i). These recommendations

are obeyed, because acceptors j ∈ IP \ {i} believe that a spurious rejection has occurred and the

recommendations are made according to yi ∈ BS(µi). Since x satisfies (IC)-(IR) with outside

option y(i), we can define a sequence of pairs, (xm, εm)m∈IN, with limm→∞(xm, εm) = (x, 0), such

that (IC’)-(IR’) with outside option y(i) are satisfied along the sequence. Consider a candidate

SE (which is also a SE*, because players never find themselves off-path) in which agents always

participate and report truthfully. It is optimal for players to obey the recommendations after a

spurious rejection, and, therefore, acceptors also obey the recommendations after a genuine rejection

(believing that the rejection has been spurious, which is infinitely more likely). After a genuine

rejection, the rejector anticipates that acceptors will play y
(i)
−i : Θ−i → ∆(A−i), and plays a best-

response, σi(θi). Hence, in this SE the distribution over action profiles is induced by (y
(i)
−i, σ

(i)
i )

such that y
(i)
−i ∈ ∆(A−i(θ−i)), ∀θ−i ∈ θ−i, and σ

(i)
i (θi) is a best-response to y

(i)
−i, ∀θi ∈ Θi.

C Collusion in oligopoly

C.1 Cournot duopoly

Claim: For each µA ∈ [0, 1], there is a menu of contracts that maximizes joint-profit and leaves

each type of firm A indifferent between accepting or rejecting (incentive compatibility constraints

are not binding). The profit of firm P is strictly increasing in µA.

Proof: Joint-profit maximization with complete information yields (qA, qP ) = (1
3 ,

1
3) if θA = 0, and

(qA, qP ) = (1
9 ,

4
9) if θA = 1

3 . The resulting profits of firm A (before side-payments) are πA(0) = 1
6

and πA(1
3) = 1

27 . In case of rejection, firm P produces qRP = 18+2µA
45 , and the profits of firm A
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are πRA(0) = (36−µA)2

8100 and πRA(1
3) = (21−µA)2

8100 . The side-payments to firm A that leave it indifferent

between accepting and rejecting are t(0) =
−54−72µA+µ2A

902
and t(1

3) =
141−42µA+µ2A

902
. Strict incentive

compatibility holds: if firm A announces θA = 1
3 when θA = 0, its payoff is πDA (0) =

(
1− 1

9 −
2
9

)
1
9 +

141−42µA+µ2A
902

=
741−42µA+µ2A

902
< πRA(0); if firm A announces θA = 0 when θA = 1

3 , its payoff is

πDA (1
3) =

(
1− 1

3 −
1
6 −

1
3

)
1
3 +

−54−72µA+µ2A
902

=
396−72µA+µ2A

902
< πRA(1

3). Since both side-payments are

strictly decreasing in µA, thus the profit of firm P is strictly increasing in µA. �

C.2 Cournot triopoly (without correlating device)

Claim: Let the disagreement belief be that θi = 1
3 with probability µi, for i ∈ {A,B}, with θA and

θB independent. For each (µA, µB) ∈ [0, 1]2, there is a menu of contracts that maximizes joint-profit

and leaves each firm-type indifferent between accepting or rejecting. Incentive constraints are not

binding. Profit of firm P is strictly increasing in µA and µB.

Proof: Joint-profit maximization yields: (qA, qB, qP ) = (1
4 ,

1
4 ,

1
4) if (θA, θB) = (0, 0); (qi, qj , qP ) =

(1
3 , 0,

1
3) if (θi, θj) = (0, 1

3); (qi, qj , qP ) = (0, 1
3 ,

1
3) if (θi, θj) = (1

3 , 0); and (qA, qB, qP ) = ( 1
12 ,

1
12 ,

5
12) if

(θA, θB) = (1
3 ,

1
3). The resulting profits (before side-payments) of firm A, πA(θA, θB), are πA(0, 0) =

1
8 , πA(0, 1

3) = 1
6 , πA(1

3 , 0) = 0, and πA(1
3 ,

1
3) = 1

36 . Under the common disagreement belief: the

output of firm P is qP = 9+µA+µB
27 ; and the outputs of firms A and B are qA(θA) = 18−µA+2µB

54 − θA
2

and qB(θB) = 18−µB+2µA
54 − θB

2 . The aggregate output of firms P and B is: qP + qB(θB) =

36+4µA+µB
54 − θB

2 . If firm A rejects, it maintains its prior about θB, denoted µ0, and produces:

qA = 72+9µ0−4µA−µB
216 − θA

2 . This yields an expected profit: πRA(θA) =
(

72+9µ0−4µA−µB
216 − θA

2

)2
.

Consider a mechanism that maximizes joint-profit and leaves each type of each firm indifferent

between accepting or rejecting. If firm A announces θA = 1
3 when θA = 0, its profit is: πDA (0) =

πRA(1
3) + 1

3µ
0 1

12 =
(

36+9µ0−4µA−µB
216

)2
+ µ0

36 . Since πRA(0) − πDA (0) = 54−9µ0−4µA−µB
648 > 0, lying is

strictly sub-optimal. If firm A announces θA = 0 when θA = 1
3 , its profit is: πDA (1

3) = πRA(0) −
1
3

[
(1− µ0)1

4 + µ0 1
3

]
=
(

72+9µ0−4µA−µB
216

)2
− 3+µ0

36 . Again, lying is strictly sub-optimal: πRA(1
3) −

πDA (1
3) = 9µ0+4µA+µB

648 . The payoffs of firms A and B are strictly decreasing in µA and in µB. Hence,

the profit of firm P is strictly increasing in µA and in µB. �

For simplicity, suppose that µ0 = 1
2 . With non-trembling mechanisms, the “no signaling what

you don’t know” restriction implies that µB = 1
2 if firm A rejects. Therefore, the worst beliefs for the

rejector are (µA, µB) =
(
1, 1

2

)
, which yield: an expected output from rivals qP+1

2 [qB(0)+qB(1
3)] = 2

3 ,

own output qA(θA) = 1
3 −

θA
2 , and own profit πRA(θA) =

(
1
3 −

θA
2

)2
. With trembling mechanisms,

the worst beliefs, (µA, µB) = (1, 1), can be induced. This entails: qP + 1
2 [qB(0) + qB(1

3)] = 73
108 ,

qA(θA) = 143
432 −

θA
2 , and πRA(θA) =

(
143
432 −

θA
2

)2
.
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C.3 Cournot triopoly (with correlating device)

Let d(x, y) ≡ |xA − y
A
| + |xA − yA| + |xB − y

B
| + |xB − yB| + |xP − y

P
| + |xP − yP | and let

Tx ≡
(

1
3 −

xB+xP
4 , 1

2 −
xB+xP

4 , 1
3 −

xA+xP
4 , 1

2 −
xA+xP

4 , 1
2 −

xA+xB
4 , 1

2 −
xA+xB

4

)
.

Claim: The transformation T : [0, 1]6 → [0, 1]6 is a contraction with modulus 1
2 .

Proof: Observe that:

d(Tx, Ty) =
1

4
|xB − yB + xP − yP |+

1

4
|xB − yB + xP − yP |+

1

4
|xA − yA + xP − yP |

+
1

4
|xA − yA + xP − yP |+

1

4
|xA − yA + xB − yB|+

1

4
|xA − yA + xB − yB|

≤ 1

2

(
|xB − yB|+ |xP − yP |+ |xB − yB|+ |xP − yP |+ |xA − yA|+ |xA − yA|

)
=

1

2
d(x, y).

�
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